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Abstract. In this work, we propose solutions for the two tasks of the
CMRxMotion challenge; 1) quality control and 2) image segmentation
in the presence of respiratory motion artifacts. We develop a k-space
based motion simulation approach to generate cardiac MR images with
respiratory motion artifacts on open-source artifact-free data to handle
data scarcity. For task 1, a motion-denoising auto-encoder is trained to
reconstruct motion-free images from the pairs of images with and with-
out simulated motion. The encoder part of the auto-encoder is used as a
feature extractor for a fully-connected classifier. For task 2, an ensemble
of modified 2D nn-Unet models is proposed to tackle different aspects of
variations in the data with the purpose of improving the robustness of
the model to images hampered by respiratory motion artifacts. All pro-
posed models in this paper are trained using the images with simulated
motion artifacts. The proposed quality control model achieves a classi-
fication accuracy of 0.75 with the Cohen’s kappa coefficient of 0.64 and
the ensemble model obtains the mean Dice scores of 0.922, 0.829, and
0.910 respectively for the left ventricle, myocardium, and right ventricle
segmentation on the validation set of the CMRxMotion challenge.

Keywords: Respiratory motion artifacts · Cardiac image
segmentation · Quality control · Motion artifact simulation

1 Introduction

Object motion during the acquisition of Magnetic Resonance (MR) images can
negatively impact the image quality. For the application of cardiac MR imag-
ing, the k-space data is acquired in multiple restricted segments distributed over
multiple heart beats in order to reduce the beating motion artifact. Respiratory
motion introduces inconsistency in the k-space data between different segments
and the severity of artifact depend on the phase-encoding order and timing of
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the motion [3]. The edges of the moving organ will be blurred if the motion
occurs while collecting the high-frequency information at the edges of the k-
space. Ghosting artifact, on the other hand, happens when the motion affects
the central region of the k-space. Such artifacts represent a significant challenge
in the clinical deployment of automated image analysis algorithms. Therefore,
there is a need for further research to develop algorithms that can identify these
artifacts in images and for the analysis algorithms to be robust in their pres-
ence. The Extreme Cardiac MRI Analysis Challenge under Respiratory Motion
(CMRxMotion) [9] dataset was acquired with deliberate patient motion, of vary-
ing degrees, to allow the study of these problems.

In this paper, we propose solutions for both tasks of the CMRxMotion chal-
lenge [9] (http://cmr.miccai.cloud/). To augment the training data and tackle
data scarcity, we develop a k-space based approach to simulate motion artifact
on artifact-free images from previous publicly available cardiac MR databases of
M&Ms-1 [2] and M&Ms-2 challenges (https://www.ub.edu/mnms-2/). We sim-
ulate images with different levels of respiratory motions and use these motion
corrupted images for training all proposed deep-learning models, as explained in
the following. Using publicly available database is allowed in the CMRxMotion
challenge.

For Task 1, image quality assessment, a classifier is trained to directly predict
the image quality score, on a slice-by-slice basis. The slice-based image quality
scores are then aggregated in order to create a patient-level prediction. Since
there are limited training data available for the CMRxMotion challenge, the fea-
ture extractor of the classification model is pre-trained using simulated motion
artifacts on open-source data. This feature extractor is the encoder part of a
motion-denoising auto-encoder that is trained to reconstruct motion artifact-free
images from images that have simulated motion artifacts. The encoded image
features are input to the classification model. This is proposed to be more effec-
tive than training the classifier from scratch due to the limited training data.

For Task 2, image segmentation, we propose an ensemble of models aimed
at improving the performance robustness in the presence of severe motion arti-
facts, as well as variations in shape and intensity. This is done through data
augmentation with simulated motion corrupted images, non-homogeneous batch
sampling of basal and apical slices, and region-based training for segmentation
of specific levels of the heart. We deploy the 2D nnU-Net [4] as the backbone
of our segmentation models, with substantial modifications for improving the
model robustness to motion artifacts.

2 Methods

2.1 Simulation of Respiratory Motion Artifact

Inspired by prior works on k-space based artifact simulation for brain motion
[8] and respiratory motion [5,7], we model motion artifacts by applying trans-
lation to artifact-free images before transforming them to the Fourier domain.
As depicted in Fig. 1a), the breathing motion is modeled as a simple sinusoidal
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translation of the image in one direction, as the first approximation. We assume
that the k-space data is acquired in multiple blocks of segments at different res-
piration points corresponding to different amounts of translation. The combined
k-space is composed of different sections (indicated with different colors) from the
k-space data for each translated image. The final motion corrupted image is gen-
erated by transforming the combined k-space to the image domain via inverse
Fourier transformation. We can change the severity of the motion artifact by
tuning two parameters; the period of sinusoidal function corresponding to the
number of breathing cycles during the acquisition time window and the ampli-
tude corresponding to the maximum translation of organs during acquisition,
i.e. breathing intensity. Note that for simplicity, we assumed one-dimensional
homogeneous translation of all organs for modeling the breathing motion.

Fig. 1. a) K-space based method for simulating motion artifact on artifact-free cardiac
MR images, and b) Motion artifact simulation to create two image quality levels on
real cardiac MR images of M&Ms-1 and M&Ms-2 real data.

2.2 Image Quality Assessment

We train an auto-encoder to take an input image with simulated motion arti-
facts and to reconstruct the original image without artifacts. The reconstruction
residual could be used for classification, however, recent work by Meissen et
al. discussed the pitfalls of this [6]. Therefore, fully-connected layers are added
to the encoder to directly predict the image quality score, and this is trained
with training data and image quality labels from the CMRxMotion challenge. In
other words, we are pre-training the feature extractor of a classification model to
learn features relevant to the motion artifacts, and then combining this with the
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classification layers and re-training to directly predict the image quality score.
The image quality predictions are trained on a slice-by-slice basis and the slice-
wise predictions are combined to a single prediction for each image stack (one
each for the end-diastolic and end-systolic images, as provided for the challenge).
The pipeline is visualized in Fig. 2.

Fig. 2. A schematic representation of the image quality scoring pipeline developed in
this work. Firstly, the auto-encoder is trained to reconstruct motion-denoised images.
Then the encoder of this model, is used as input to fully-connected layers to classify
images based on their image quality (IQ) score.

The auto-encoder is a fully convolutional 2D U-Net-like model (without the
skip connections) and consists of six downsampling blocks followed by max-
pooling with each downsampling block being made of up two convolution blocks
(a convolutional layer, batch normalization, and ReLU activation). There is a
corresponding number of upsampling blocks with transposed convolutions. The
number of convolutional filters in the first block is 32 and this doubles for each
downsampling block and halves for each upsampling block.

To ensure a pixel-wise correspondence for the L2 reconstruction loss function
of the auto-encoder, this model is trained using simulated motion artifacts as
then the ground-truth artifact-free image is available. Motion is simulated on
the images with no motion artifacts from the CMRxMotion training data and
the data from the M&Ms-1 challenge, as later described, for this purpose.

To train the classification model, the output of the encoder is flattened and
passed to two further fully-connected layers using leaky ReLU activations (coef-
ficient: 0.03) and dropout (probability: 0.2) with a final softmax output to pre-
dict one of three classes (mild motion, intermediate motion, or severe (non-
diagnostsic) motion). The encoder with the added fully-connected layers are
then re-trained to minimize the categorical cross-entropy loss using only the full
CMRxMotion training data. Since images with severe motion artifacts are less
common in the training data these are (5x) oversampled to balance the classes.
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The choice of how to combine the predictions for each slice into a single
prediction for the image stack is optimized on the validation set. Firstly, the
probabilities predicted for the three classes are summed over all slices in an
image. If the summed probability of the images having severe motion artifacts is
> 0.5, corresponding to one positive prediction, the image stack is classified as
having severe motion. The intuition is that if at least one slice has severe motion
artifacts then that whole image stack is likely to be scored as non-diagnostic.
Otherwise, the image stack is classified as mild or intermediate motion by choos-
ing the larger of the summed probabilities.

Experiments: To evaluate the benefit of our proposed approach, its perfor-
mance is compared against the corresponding baseline models. The classification
model with the pre-trained feature extractor is compared to a corresponding
model trained from scratch. The model with the optimized decision threshold
for severe motion class is further compared to the same model using only the
largest summed probability for classification. These model evaluations are per-
formed on the validation data set of the CMRxMotion challenge with the best
model chosen for submission to the challenge testing phase. Additionally, it is
evaluated whether the reconstruction residuals of the auto-encoder could be used
for the classification.

2.3 Cardiac Image Segmentation

Respiratory motion artifacts, commonly appearing in CMR imaging, often cause
the appearance of fuzziness in the imaged tissue, as well as ghosting effects.
Unclear cavity borders are a typical consequence of this effect, negatively impact-
ing the performance of automated segmentation models, which are additionally
required to adapt to variation in acquisition parameters, hardware and vary-
ing patient characteristics. In this work, we propose an ensemble of approaches
aimed at developing a robust and generalizable segmentation model, particularly
tailored to handle the appearance of respiratory motion artifacts in CMR images.
To this end, we use the 2D nnU-Net [4] segmentation model as our baseline and
adapt it to the task as follows:

1. To tackle the limitations in the number of training images, we utilize both
external, open-source CMR data (M&Ms-1 and M&Ms-2 data-sets), aug-
mented with simulated, motion corrupted versions of this data (see
Sect. 2.1), in addition to training images from the CMRxMotion challenge;

2. To address the difficulties in segmenting the basal and apical regions of
the heart, particularly in the presence of motion artifacts, we utilize non-
homogeneous batch sampling to over-sample basal and apical slices
seen during training by modifying the nnU-Net’s data-loader. Thus, for each
mini-batch during training, slices from the apex and the base of CMRxMotion
images are selected within a probability of 2σ of a mean in a normal Gaus-
sian distribution, while the basal and apical slices of other data-sets used for
training are sampled within a probability of 1σ.
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3. While over-sampling of basal and apical slices shows an improvement in
segmentation across all regions, visual observation suggests cases of under-
segmentation in both basal and apical regions. Thus, we employ a region-
based training approach, where we train three separate nnU-Net models
aimed at segmenting basal, mid-ventricular and apical slices, respectively.
Both training and testing images are roughly split into different slices and
merged back into an original 3D volume at inference time.

Fig. 3. An ensemble of proposed segmentation approaches for improved robustness to
respiratory motion artifacts in CMR images.

In total, we obtain three sets of heart tissue segmentation maps, as seen in Fig. 3,
consisting of predictions acquired from (i) a model trained utilizing only aug-
mentation with simulated motion artifacts; (ii) a model trained using simulated
motion artifact augmentation and non-homogeneous batch sampling; and (iii)
a combination of three region-focused segmentation models, all trained using
simulated motion augmentation. While for most models we utilize the same pre-
processing and training set-up, determined by nnU-Net’s fingerprinting method,
as well as a 5-fold cross-validation approach, we train the two region-based mod-
els trained for apical and basal region segmentation using a Focal-Tversky loss
[1], instead of a typical combination of cross-entropy and Dice losses. This choice
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is motivated by Focal-Tversky loss exhibiting a better trade-off between preci-
sion and recall when training on small structures compared to other losses, which
we also confirm throughout our experiments. Our final submission consists of an
ensemble of predicted softmax probabilities attained from the three models.

Experiments: To assess the robustness of the proposed segmentation pipeline,
we compare it against a baseline model, consisting of a regular nnU-Net frame-
work trained with a combination of M&Ms-1, M&Ms-2 and CMRxMotion
images. We additionally study the influence of different segmentation mod-
ules included in the final ensemble, whereby we separately evaluate the per-
formance of the model augmented with simulated motion-corrupted images, the
model augmented with the same approach but trained using non-homogeneous
batch sampling and a model trained using region-based segmentation with simu-
lated motion-corrupted augmentation. All models are evaluated on the provided
CMRxMotion validation set, using Dice and Hausdorff Distance (HD) scores
across all three cardiac tissues (left ventricle, myocardium and right ventricle).

2.4 Data

We utilize publicly available databases of the M&Ms-1 [2] and M&Ms-2 challenge
data to simulate motion artifacts. Corrupted versions of these databases are
created in such a way to represent two versions of image qualities as depicted in
Fig. 1b). The data with simulated artifacts is used in pre-training the proposed
quality control model and data augmentation for the segmentation model. The
CMRxMotion challenge database [9] includes 45 healthy volunteers (25 training
and validation) with four levels of respiratory motions; 1) adhere to the breath-
hold instructions; 2) halve the breath-hold period; 3) breathe freely; and 4)
breathe intensively. Based on the image quality scores decided by radiologists,
the images are divided into three classes: IQ1 (mild motion), IQ2 (intermediate
motion), and IQ3 (severe motion).

3 Results

3.1 Image Quality Assessment

The normalized mean squared reconstruction residual between the IQ3 images
and both IQ1 and IQ2 was significantly different (both p < 0.01), but there
is substantial overlap between the classes and there is no significant difference
between IQ1 and IQ2 (p = 0.29). It is, thus, clear that the reconstruction can-
not be used directly for classification. The pre-trained classification model with
optimized decision threshold achieved a classification accuracy of 0.75, and a
Cohen’s kappa coefficient of 0.64 on the validation data of the challenge. This
improved over the baseline models using the model trained from scratch and the
model without optimized decision threshold which gave accuracy and Cohen’s
kappa coefficient of 0.58 and 0.32, and 0.68 and 0.42, respectively. Our final
submitted method achieved the test (n = 120 images) accuracy of 0.625 and
Cohen’s Kappa of 0.473, ranking third in the task 1.
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3.2 Cardiac Image Segmentation

The differences in the mean Dice and HD scores between the baseline segmen-
tation model and the proposed approaches are shown in Table 1. The obtained
results suggest that augmentation with data containing simulated motion arti-
facts significantly improves the performance and adaptation of the segmentation
model in the presence of motion artifacts, particularly across the myocardium
and right-ventricle. Additionally, it aids with outlier reduction, confirmed by the
reduction in HD scores. However, focusing the training on the basal and apical
regions of the heart by utilizing non-homogeneous batch sampling and region-
based segmentation shows major improvements compared to both the baseline
and model using only augmentation. This confirms our assumption that slices
around the apex and the base of the heart are the major source of segmenta-
tion errors. This is also reflected by stronger effects of motion artifacts in these
regions in the form of blurring and ambiguous cavity borders. By ensembling the
proposed models, we additionally reduce the under-segmentation in the base and
the apex of the heart and improve the prediction around the borders throughout
all heart regions. Our final submitted method achieved third ranking on the test
set containing 102 unseen images for the task 2 in the challenge.

Table 1. Differences in mean Dice and 95th percentile HD scores between the baseline
and the proposed approaches for CMR image segmentation undergoing respiratory
motion artifacts. All models are evaluated across the CMRxMotion validation set (n
= 40) for all cardiac tissues, using the provided submission and evaluation platform.

Approach LV MYO RV
Dice HD Dice HD Dice HD

Baseline 0.891 10.62 0.800 5.59 0.852 8.34
Augmentation 0.903 9.64 0.817 4.98 0.874 5.72
Batch sampling 0.919 8.08 0.825 4.17 0.883 5.45
Region-based train 0.920 8.31 0.828 4.13 0.908 4.28
Ensemble 0.922 7.97 0.829 4.14 0.910 4.17
Submitted (test results n = 102) 0.924 3.98 0.863 3.16 0.918 3.53

4 Discussion and Conclusion

This paper presented our solutions for both tasks of image quality assessment
and segmentation of cardiac MR images in the presence of respiratory motion
artifacts, as a participating team in the CMRxMotion challenge. We demon-
strated that our simple k-space based motion simulation approach was effective
in handling data scarcity by simulating different levels of motion artifacts on
artifact-free publicly available cardiac MR images. While we modeled the organ
motions due to breathing as a simple sinusoidal translation, the heart and organ
motion during breathing is more complex, involving rotation and deformation.
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Classification of images by the level of motion artifacts was found to be
challenging and modest accuracy and Cohen’s kappa coefficient were reported.
The limited amount of training data contributed to the challenge of this task.
It also exacerbated the class imbalance problem leading to very few images
with severe motion artifacts, although, this was improved through the use of
simulated data. We noticed difficulties due to the fact that not all slices in an
image classified as IQ2 or IQ3 were affected by the artifacts, and future work
could, thus, use weakly-supervised learning to improve performance.

The addition of simulated motion corrupted images to the training helped
the segmentation network adapt to artifacts appearing due to respiratory motion
during the acquisition by reducing typical segmentation errors caused by blur-
ring, occluded and ambiguous tissue boundaries, and degraded image quality. In
addition, we identified that motion artifacts tended to affect the slices around
the base and apex of the heart more severely, consequently becoming the largest
source of segmentation errors. To tackle this, we employed non-homogeneous
sampling, forcing such slices to appear more frequently during training. Finally,
we introduced region-based segmentation by training separate networks, each
focused on segmenting a specific heart region.
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