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Abstract. Gliomas are one of the most widespread and aggressive forms
of brain tumors. Accurate brain tumor segmentation is crucial for eval-
uation, monitoring and treatment of gliomas. Recent advances in deep
learning methods have made a significant step towards a robust and auto-
mated brain tumor segmentation. However, due to the variation in shape
and location of gliomas, as well as their appearance across different tumor
grades, obtaining an accurate and generalizable segmentation model is
still a challenge. To alleviate this, we propose a cascaded segmentation
pipeline, aimed at introducing more robustness to segmentation perfor-
mance through data stratification. In other words, we train separate
models per tumor grade, aided with synthetic brain tumor images gen-
erated through conditional generative adversarial networks. To handle
the variety in size, shape and location of tumors, we utilize a localiza-
tion module, focusing the training and inference in the vicinity of the
tumor. Finally, to identify which tumor grade segmentation model to
utilize at inference time, we train a dense, attention-based 3D classifica-
tion model. The obtained results suggest that both stratification and the
addition of synthetic data to training significantly improve the segmenta-
tion performance, whereby up to 55% of test cases exhibit a performance
improvement by more than 5% and up to 40% of test cases exhibit an
improvement by more than 10% in Dice score.

Keywords: Brain tumor segmentation · Synthesis · Data stratification

1 Introduction

Accurate and consistent brain tumor segmentation is crucial for diagnosis, treat-
ment planning and post-treatment assessment of cancer patients. Gliomas are
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the most common type of brain tumors that are typically grouped into low-
grade, usually mild, gliomas (LGGs) and high-grade gliomas (HGGs), typically
malignant and more aggressive [3]. Brain tumor evaluation and diagnosis is
mainly derived from magnetic resonance imaging (MRI) scans, with segmenta-
tion being the preliminary step. The current gold standard in brain tumor seg-
mentation is manual tracing by professional radiologists, which is a tedious pro-
cess prone to inter-rater variability. Thus, automatic or semi-automatic segmen-
tation approaches have been a topic of interest in the last decade. Recently, con-
volutional neural networks (CNNs) have gained popularity [1,6,10] by exhibit-
ing promising results for brain tumor segmentation, particularly on benchmark
datasets, such as the Multi-modal Brain Tumor Segmentation (BraTS) chal-
lenge [8].

Fig. 1. Differences in appearance between LGG and HGG tumors across four different
MRI contrasts. Typical tumor sub-regions of interest are depicted in the last column,
consisting of edema, enhancing tumor and non-advancing/necrotic tumor. (Color figure
online)

Typical deep learning approaches targeting brain tumor segmentation are
usually trained ad hoc on all available data, omitting additional information
about the patient genetic characteristics or tumor grade. However, recent stud-
ies suggest a strong potential towards improving such methods by taking into
account this latent information [11]. In fact, the appearance of gliomas signifi-
cantly varies between LGG and HGG and across different imaging modalities (see
Fig. 1). We hypothesize that deep learning methods for brain tumor segmentation
can be significantly improved by distributing model training and application per
tumor grade. However, this approach significantly reduces the amount of data
available for training, which is further exacerbated by imbalance with respect to
the tumor grade type. To address this, we propose a cascaded segmentation app-
roach, used to localize and classify the tumor area and perform a fine-grained
tumor region segmentation per tumor grade. The training of pipeline compo-
nents is aided with synthesized brain tumor images, obtained from conditional
generative adversarial networks (GANs) trained per tumor grade.
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2 Methods

We propose a segmentation pipeline aimed at addressing the particular chal-
lenges of brain tumor segmentation, depicted in Fig. 2. First, to address the
problem of varying tumor tissue proportion and size in brain MR images, we
utilize a tumor detection network, aimed at identifying the region of interest in
the vicinity of tumorous tissue. Once the whole tumor is roughly segmented, all
multi-modal MR images used for training are cropped and utilized for training
an additional module for fine-grained tumor region segmentation. To address the
differences between tumor grades, we propose a stratified segmentation approach
and introduce two separate segmentation models trained on LGG and HGG
images. Since this approach requires prior knowledge of tumor grade, which is
typically not provided at inference time, we add a classification module trained
on the cropped images to detect the tumor grade. Finally, given the unbalanced
dataset (smaller amount of LGG images compared to HGG) and high variabil-
ity in tumor shapes, sizes and appearance, we propose to augment the training
data by utilizing a multi-modal conditional synthesis using generative adversar-
ial networks, where we generate multi-contrast brain tumor images containing
variations in tumor shape and sizes of both LGG and HGG tumors.

Fig. 2. An overview of the stratified brain tumor segmentation and synthesis pipeline.

2.1 Stratified Conditional GANs for Brain Tumor Image Synthesis

GANs conditioned on auxiliary data of brain tissue and tumor class labels
are used for tumor image synthesis. BRATS T1w brain tumor MRI data (of
both HGG and LGG grade) is applied to the brain classification tool, based
on the fully convolutional multi-scale network architecture [4]. The white mat-
ter, gray matter and CSF labels generated covering the full brain are combined



A Stratified Cascaded Approach for Brain Tumor Segmentation 95

with the available manual annotations of edema, enhancing tumor and non-
advancing/necrotic tumor. The multi-modal structural data along with the com-
bined six class labels is used for training the multi-modal image synthesis net-
works, per tumor grade. No data augmentation strategies are used and 2D center
cropping and noise-only slice cropping in transverse direction is performed as a
pre-processing step. An overview of the synthesis approach is depicted in Fig. 3.
2D conditional SPatially-Adaptive (DE)normalization (SPADE) GAN model [9]
is used for multi-modal brain synthesis.

The network is trained using the Adam optimizer with a learning rate of
0.0002, batch size of 12 on three NVIDIA TITAN Xp GPUs. The remaining
training parameters, architecture and losses are defined as in [9]. Four sepa-
rate 2D SPADE GANs are trained while slicing across axial direction for T1w,
T2w, T1ce and FLAIR brain tumor MRI respectively, for both LGG and HGG
tumor grades. The synthesis is performed on complete full brain label maps to
provide more guidance during image generation, leading to realistic appearing
brain tumor images. At inference, multi-slice 2D brain multi-modal MRI vol-
umes are synthesized for a set of LGG and HGG tumor labels that are not seen
by the networks during training. To include more variability in tumor shapes
and sizes, the unseen tumor labels are deformed using elastic transform, dilation
and erosion. Please refer to Appendix A of the Supplementary material for a
detailed description of the whole synthesis pipeline.

Fig. 3. An overview of the conditional synthesis approach used for variable multi-
modal brain tumor MR image synthesis. Six class labels generated covering full brain
and tumor along multi-modal MR tumor data are used to train multi-modal condi-
tional image synthesis networks. The multi-modal inference is made on unseen, elastic
transformed and tumor-deformed (dilated and eroded) set of labels.
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2.2 Whole Tumor Detection

Brain tumor lesions affect a very small portion of the brain, which impedes the
training of segmentation models. To alleviate this, we first detect the tumor-
ous tissue in the provided multi-modal MR images, by utilizing a variant of
a standard 3D U-Net with added residual and dense interconnections between
layers [7,12], depicted in Fig. 4. The network is trained on all four modalities,
using both LGG and HGG images, where all brain voxels have previously been
normalized to an intensity range from [0,1], followed by 98th percentile contrast
stretching. The input patch size is set to 128× 128 x 128, with a batch size of 5.
We used Adam for optimization, with an initial learning rate of 5× 10−4 and a
weight decay of 5 × e−5. The loss function used is the modified Dice coefficient,
adapted for binary segmentation tasks with imbalanced data. The training is
conducted on two NVIDIA TITAN Xp GPUs for a maximum of 500 epochs
with a polynomial learning rate decay [5]. Data augmentation is applied on the
fly during training. We apply connected component analysis on the obtained
binary output to remove any false positive predictions, followed by cropping the
multi-modal images around the tumor. The proposed approach achieves a Dice
score of 0.921 on a test set containing both HGG and LGG tumors.
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Fig. 4. A variant of the 3D U-Net architecture with dense and residual interconnections
used for training the tumor detection module (a) and fine-grained tumor sub-region
segmentation with cropped multi-modal data as input (b).

2.3 Brain Tumor Grade Classification

We utilize a 3D densely connected convolutional neural network with attention
module for the task of classifying the tumor grade (LGG/HGG) in cropped
multi-modal MR images. We adapt the architecture proposed in [13] and extend
it to a multi-channel input. The network is trained on cropped T2-w, FLAIR and
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T1-ce images, as these contain the most relevant information for differentiation
between the tumor grades. In addition, we utilize the generated synthetic data
to introduce more variation to the training and handle the problem of limited
data. The trained classification model is evaluated on the same test set used for
evaluating the segmentation performance, achieving an accuracy of 97.55% and
93.55% for identifying the HGG and LGG tumors, respectively. In comparison, a
baseline model, trained without synthetic data augmentation achieves, an accu-
racy of 91.78% and 85.41% for classifying HGG and LGG tumors, respectively.

2.4 Fine-Grained Brain Tumor Region Segmentation

Once the tumor area is identified through the procedure in Sect. 2.2, the cropped
MRIs are used to segment the three tumor subregions. We utilize the same
network as for the whole-tumor segmentation (Fig. 4), with a few minor adjust-
ments. We treat this task as a multi-class segmentation problem, where we utilize
the sum of Dice and cross-entropy loss, which operates on the three class labels
(edema, necrosis and enhancing tumor). To boost the performance of the model
and improve its generalization capabilities, we add synthetic images generated
in Sect. 2.1 to the real training data. We synthesize HGG and LGG images using
5 label deformations per original label image, using 100 HGG and 30 LGG orig-
inal labels, for a total of 500 HGG images added to the training of the HGG
segmentaion model, M Syn HGG, and a total of 150 synthetic LGG images for
training the LGG segmentation model, M Syn LGG. Note that all synthetic
images are cropped around the region of interest (the tumor area).

As a post-processing step, besides connected component analysis, we remove
the false positive predictions of the enhancing tumor in cases when the predic-
tions are below a certain threshold and replace them by the necrotic tissue.

3 Results and Discussion

3.1 Material

We develop and evaluate the proposed pipeline using the BraTS2020 training
data [1], consisting of 369 multi-institutional pre-operative multi-modal MRI
HGG (N = 293) and LGG (LN = 76) scans. Ground truth annotations con-
sist of the enhancing tumor (ET), peritumoral edema (ED), necrotic and non-
enhancing tumor (NCR/NET) [8]. All data is registered and skull-stripped. A
summary of data utilization is shown in Table 1. It is important to note that the
data used for training the conditional GAN (CGAN) differs from the data used
for synthesis, as well as from the data utilized for training of segmentation and
classification modules. Moreover, the testing is performed on data completely
unseen throughout the whole training and generation pipeline. We additionally
evaluate the trained models on 125 unseen images from the BraTS2020 valida-
tion set1.
1 https://ipp.cbica.upenn.edu/.

https://ipp.cbica.upenn.edu/
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Table 1. Summary of dataset used for conditional image synthesis and segmentation.

Brats2020 challenge dataset [2]

No. of Images 369 Data distribution 293 HGG/76 LGG

Matrix size 240× 240× 155 CGAN Training 100 HGG/30 LGG

Resolution 1× 1× 1 mm3 CGAN Synthesis 153 HGG/30 LGG

Tumor grade HGG, LGG Seg/Class Training 160 HGG/60 LGG

Contrast T1, T2, T1ce, FLAIR Seg/Class Testing 33 HGG/16 LGG

3.2 Experimental Setup

We compare the proposed approach, consisting of separately trained segmen-
tation models for HGG and LGG data (M Syn HGG and M Syn LGG),
additionally augmented with the generated synthetic data to models trained
only on real HGG and LGG images (M HGG and M LGG), available in the
BraTS2020 training set. In addition, we train a heterogeneous model on mixed
real LGG and HGG images, M HGG LGG, to showcase the benefit of strat-
ifying training data by tumor grade groups. Finally, we evaluate the complete
pipeline (M Ours) on the BraTS2020 validation data and compare it to the
performance of the baseline M HGG LGG model, which does not include any
additional modules from the proposed pipeline (tumor detection, classification
and augmentation with generated synthetic images).

3.3 Evaluation

The evaluation of the proposed method is performed on the enhancing tumor
(ET), tumor core (TC; union of NCR/NET and ET) and whole tumor (WT;
union of NCR/NET, ET and ED) in terms of average Dice scores, 95th percentile
Hausdorff distances (HD95), sensitivity and precision. The performance of HGG
and LGG models on HGG and LGG images, respectively, is shown in Fig. 5 in
terms of average Dice and HD scores. We observe that the addition of synthetic
data has significantly improved the segmentation performance for both HGG
and LGG test cases across all tumor sub-regions (for p<0.01 according to the
Wilcoxon signed-rank test). This is particularly notable for models trained and
evaluated on LGG data, as the number of LGG images in the dataset used
is limited. More detailed results are shown in Table 2, where we additionally
report sensitivity and precision, computed only on the brain region. We notice
the improvement in segmentation performance across all metrics, whereby most
falsely classified regions belong to the enhancing tumor region and tumor core
(for LGG images). It is interesting to note that the M HGG model performs
consistently better than the model trained with mixed LGG and HGG images,
which indicates that the stratified approach towards training with a large enough
and variable training set could be significantly more robust compared to standard
ad hoc training approaches with all available data. This does not apply to the
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M LGG model, which we hypothesize is mainly due to a small training set (N
= 60). In general, we observe an improvement in segmentation performance by
utilizing the stratified training approach in combination with synthetic data in up
to 85% of test cases, with up to 55% of cases exhibiting an improvement by more
than 5% in Dice score. In addition, up to 40% of cases exhibit an improvement
by more than 10% in Dice sore. Similar behaviour is observed by evaluating the
proposed pipeline on the unseen validation data from the BraTS2020 Challenge,
as seen in Table 3.

Fig. 5. Average Dice and Hausdorff Distance scores across three different tumor
regions, evaluated on (a) HGG images and (b) LGG images. All results obtained by
models M Syn HGG and M Syn LGG are statistically significant (p<0.01) com-
pared to the other two models, according to the Wilcoxon signed-rank test.

Table 2. Performance of models trained with LGG and HGG data (M Syn HGG),
models trained on stratified data (M HGG and M LGG) and stratified models
trained with the addition of synthetic data (M Syn HGG and M Syn LGG.

HGG Tumors (Test set, N = 33)

Model Dice HD95 (pix) Sensitivity Precision

WT ET TC WT ET TC WT ET TC WT ET TC

M HGG LGG 0.907 0.880 0.893 28.18 13.05 15.22 0.916 0.845 0.873 0.931 0.941 0.932

M HGG 0.925 0.893 0.922 22.11 8.96 9.65 0.922 0.858 0.909 0.947 0.955 0.943

M Syn HGG 0.952 0.924 0.949 12.09 6.59 6.41 0.943 0.896 0.928 0.960 0.977 0.976

LGG Tumors (Test set, N = 16)

M HGG LGG 0.834 0.735 0.683 36.99 17.96 30.83 0.810 0.799 0.849 0.839 0.832 0.770

M LGG 0.817 0.692 0.729 48.22 21.97 35.03 0.787 0.732 0.858 0.843 0.829 0.715

M Syn LGG 0.895 0.836 0.856 18.01 11.80 18.09 0.853 0.818 0.879 0.881 0.847 0.801
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Table 3. Performance of the proposed pipeline (M Ours) against the baseline
M HGG LGG model on BRATS2020 validation set. * represents values signifi-
cantly higher compared to the baseline, according to the Wilcoxon signed-rank test
for p < 0.01.

BraTS2020 validation set (N = 125)

Model Dice HD95 (pixels) Recall

TC WT ET TC WT ET TC WT ET

M HGG LGG 0.817 0.878 0.775 7.79 8.83 31.35 0.797 0.907 0.719

M Ours 0.867* 0.918* 0.832* 6.86 5.71* 20.73* 0.848* 0.936* 0.819*

4 Conclusion and Future Work

In this paper, we present an approach for a stratified multi-modal brain tumor
segmentation, aided by synthetic multi-modal images generated by conditional
GANs. The proposed pipeline consists of three cascaded networks, responsible for
(i) brain tumor area detection (ii) tumor grade classification and (iii) fine-grained
tumor sub-region segmentation, where two separate models are trained, for HGG
and LGG segmentation, respectively. Both classification and fine-grained seg-
mentation networks are aided by synthetic data, generated through four sepa-
rate 2D SPADE GAN models, trained per modality for both LGG and HGG
tumor types. The obtained results suggest a significant improvement of utilizing
both the stratified approach to training, as well as synthetic data, especially in
cases where data is limited. In future work, we plan to extend the analysis to
larger and more variable training and testing sets and incorporate an additional
segmentation model trained on both HGG and LGG images for ambiguously
classified tumors. On the other hand, evaluating the performance of each strati-
fied model on a miss-classified tumor type (e.g. the M HGG evaluated on LGG
tumors) could be beneficial for gaining a further insight into types of features
captured by these models and their capability to differentiate between tumor
grades. Finally, we plan to investigate adversarial and multi-task approaches to
combine the tasks of classification and segmentation.
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