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A B S T R A C T

Synthesis of a large set of high-quality medical images with variability in anatomical representation and image
appearance has the potential to provide solutions for tackling the scarcity of properly annotated data in medical
image analysis research. In this paper, we propose a novel framework consisting of image segmentation
and synthesis based on mask-conditional GANs for generating high-fidelity and diverse Cardiac Magnetic
Resonance (CMR) images. The framework consists of two modules: i) a segmentation module trained using a
physics-based simulated database of CMR images to provide multi-tissue labels on real CMR images, and ii)
a synthesis module trained using pairs of real CMR images and corresponding multi-tissue labels, to translate
input segmentation masks to realistic-looking cardiac images. The anatomy of synthesized images is based on
labels, whereas the appearance is learned from the training images. We investigate the effects of the number
of tissue labels, quantity of training data, and multi-vendor data on the quality of the synthesized images.
Furthermore, we evaluate the effectiveness and usability of the synthetic data for a downstream task of training
a deep-learning model for cardiac cavity segmentation in the scenarios of data replacement and augmentation.
The results of the replacement study indicate that segmentation models trained with only synthetic data can
achieve comparable performance to the baseline model trained with real data, indicating that the synthetic
data captures the essential characteristics of its real counterpart. Furthermore, we demonstrate that augmenting
real with synthetic data during training can significantly improve both the Dice score (maximum increase of
4%) and Hausdorff Distance (maximum reduction of 40%) for cavity segmentation, suggesting a good potential
to aid in tackling medical data scarcity.
1. Introduction

Medical image segmentation has seen significant progress in re-
cent years thanks to development of automated deep-learning (DL)
methods (Anwar et al., 2018; Litjens et al., 2017). Similarly, with the
emergence of deep generative modeling, the medical imaging com-
munity has benefited from its solutions for various applications such
as image reconstruction, segmentation, registration, and particularly
image synthesis (Kazeminia et al., 2020; Yi et al., 2019). Generative ad-
versarial networks (GANs) demonstrate promising results in generating
realistic images for tackling medical data scarcity and patient privacy
issues. Medical image synthesis using conditional GANs conditioned on
the tissue label map, which tries to translate simplified segmentation
mask to realistic image, can be understood as the opposite of the image
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segmentation. This has a number of important advantages: (i) allowing
control of the anatomical information (content) of generated images
by controlling the segmentation masks, (ii) explicit alignment with the
nature of medical images in which anatomy features are separated from
the style and appearance produced by imaging modality, (iii) ability
for direct usage of generated images for downstream supervised and
unsupervised tasks.

In this paper, we propose a cardiac magnetic resonance (CMR)
image synthesis framework for translating the anatomical information
of a segmentation mask to a realistic image. The framework is able to
generate a diverse database of CMR images with ground truth labels
that can be used for any downstream task. Preserving the semantic
information (content) of the anatomy presented in the segmentation
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Fig. 1. The proposed framework including multi-tissue image segmentation and
synthesis modules operating offline as follows: (1) training the segmentation network
using only simulated CMR images with ground truth labels for nine tissue types; (2)
segmenting real CMR images to provide corresponding multi-tissue labels for each real
image; (3) training the conditional image generation network using the derived labels
alongside with the real images to learn the translation from labels to realistic images;
(4) synthesizing, in turn, images on different labels.

mask is important when synthesizing data for training a DL medical
image segmentation model. Therefore, we propose to incorporate a
specific type of conditional GAN that takes segmentation masks as an
extra input to the generator architecture. The segmentation mask corre-
sponding to the input image is fed to each layer of the generator using
a conditional normalization layer. This is important for learning the
textual features (style) of separate classes and preventing information
loss when passed through multiple convolutional layers.

The framework consists of two modules: (i) an image segmentation
module to provide multi-tissue masks on real CMR images, trained
using a physics-based simulated database of CMR images with corre-
sponding labels, and (ii) a semantic image synthesis module to translate
input segmentation labels to realistic-looking cardiac images, trained
using pairs of real CMR images and corresponding labels. The proposed
framework works in a supervised manner, requiring real images with
paired multi-tissue segmentation masks. Lack of expert annotations for
the cardiac MR images poses another challenge for the adaptation of
our method. However, we alleviate this challenge by utilizing simulated
cardiac MR images for training a multi-tissue segmentation network
that provides labels for organs visible in the field of view, such as lung,
abdominal organs, musculoskeletal and skin fat tissue. We perform
extensive experiments to analyze the effects of different elements of the
framework on the quality of the synthesized images, as well as evaluate
the effectiveness and usability of such data for training a supervised DL
model for the clinical task of cardiac cavity segmentation.

1.1. Contributions

The contributions of the paper are: (1) Proposing an optimized
framework for CMR image synthesis trained with pairs of real images
and multi-tissue segmentation masks. The framework is comprised of
2

two modules for image segmentation and synthesis. The first module
provides multi-tissue segmentation masks for real images. The second
module learns the translation from segmentation masks to realistic
images, while preserving the anatomical information captured by tissue
labels.

(2) Proposing a simulation-based approach to provide data for
training the multi-tissue segmentation network in module (1), while
avoiding the need for pairs of real images and ground-truth multi-
tissue masks. We leverage a virtual database of simulated cardiac MR
images with corresponding ground truth labels derived from the XCAT
phantom (a computerized human anatomical model).

(3) Providing detailed assessments of (i) the consequences of using
a small or large set of segmentation labels, (ii) the ability to train a
segmentation network solely on synthesized data, (iii) the potential of
network improvement by augmenting the training set with synthesized
data.

In the present paper, we advance our preliminary works (Amirrajab
et al., 2020; Abbasi-Sureshjani et al., 2020) substantially: (i) we utilize
a more realistic database of simulated CMR images for training and
use an optimized multi-tissue segmentation model, which provides an
enlarged set of labels essential for high-quality synthesis. Furthermore,
we experiment with the number of tissue types within the multi-tissue
segmentation mask and choose a different combination of tissue classes
compared to the previous work; (ii) we employ a multi-vendor database
of real CMR images to demonstrate the ability of the generator to learn
the vendor-specific appearance of the images, without using the style
encoder network used in the previous works; (iii) we provide a detailed
explanation of the network architectures, experiments and evaluation
metrics to assess the quality; (iv) We provide a detailed assessment of
both the image-quality of the synthesized images and the effectiveness
and usability of the generated data for two scenarios: (1) training
a heart cavity segmentation network completely using synthetic data
to evaluate whether we can achieve the same performance when we
utilize the same amount of real data; (2) augmenting real data with
addition of synthetic data to boost the performance; (v) A data reduc-
tion experiment is carried out where the number of images for training
the image synthesis network is reduced to analyze its effects on the
quality of the synthesized images. Additionally, a human visual study
is performed for qualitative assessment of image realism.

2. Related work

In this section we briefly highlight some of the recent works in the
area of conditional and unconditional image synthesis with emphasis
on medical applications. Comprehensive overviews of the generative
adversarial networks in medical imaging can be found in Yi et al.
(2019), Kazeminia et al. (2020) and Singh and Raza (2021).

2.1. Generative adversarial networks

Generative adversarial networks (GANs) aim to learn the underlying
process of data generation by forcing the generator to produce fake
samples that are indistinguishable from real images (Goodfellow et al.,
2014). Image synthesis using GANs has gained major attention thanks
to the adversarial strategy for training the generator to synthesize
images from a random noise vector. Deep convolutional GAN (Radford
et al., 2015) is a variant for unsupervised learning of image represen-
tations that uses convolutional neural networks in the architecture of
the generator and discriminator. Such a model has been adopted for
unconditional medical image synthesis for various applications such
as synthesizing CT lung nodules (Chuquicusma et al., 2018), CT liver
and brain lesions (Frid-Adar et al., 2018; Zhang et al., 2021), MRI
brain (Bermudez et al., 2018), and skin lesion (Baur et al., 2018). An-
other methodology called progressive growing of GANs (Karras et al.,
2017) is used for synthesizing high-resolution retina fundus and brain
MRI data (Beers et al., 2018). All of the mentioned work is categorized
under the unconditional image synthesis domain, in the sense that a
random noise vector is fed to the generator, with no other information
for controlling the generation procedure.
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2.2. Conditional image synthesis

Conditional image synthesis, on the other hand, relies on using
different types of auxiliary information for guiding the generator to
produce results, given an input condition (Mirza and Osindero, 2014).
Among the first works to investigate conditional GANs for the problem
of image-to-image translation is pix2pix by Isola et al. (2017), which
demonstrates a general-purpose approach for synthesizing realistic pho-
tos from label maps, edge maps, or black and white images. The
framework is supervised in the sense that it needs pairs of input–output
images from two domains for training. The input image from the first
domain is fed to the generator that adopts a U-Net based architecture
for translation to the target domain via adversarial loss. In contrast
to L1 loss that leads to blurry images, adversarial loss proves to be
more effective in generating high-quality images with fine-grain details.
The key success lies behind the ability of the discriminator to learn a
trainable loss function to capture the subtle differences between real
and fake images. The photo realism and resolution of the pix2pix results
have further improved through utilizing a course-to-fine generator
with residual blocks and a multi-scale discriminator in the pix2pixHD
framework proposed by Wang et al. (2018b). Other approaches for
unsupervised, unpaired image-to-image translation are used in cases
when paired training data from two domains is not available (Zhu
et al., 2017; Liu et al., 2017; Huang et al., 2018). Both paired and
unpaired methods are successfully employed in the medical domain
for the application of cross modality image synthesis — translating an
image from one modality (CT) to another one (MR). MR images are
translated to CT images (and vice versa) of the brain for radiotherapy
treatment planing (Wolterink et al., 2017; Liu et al., 2021), as well as
the heart for data augmentation (Chartsias et al., 2017; Zhang et al.,
2018).

In the present work, we are interested in translating multi-label
segmentation masks to realistic medical images, for the application of
providing training data for DL-based CMR image analysis. We aim to
provide more control over the underlying anatomy of the synthesized
images while producing realistic data with high-quality image appear-
ance at the same time. Upon successful training of this label-informed
network, the segmentation mask can be manipulated during the test
time to generate a new image with altered anatomical characteristics.
Such a synthesized image with corresponding (altered) segmentation
mask can be used to relieve data scarcity by providing more labeled
images for training an analysis model. We analyze both the quality of
the synthesized images and the usability of the synthesized data for a
clinical task of cardiac cavity segmentation. Experiments are conducted
to evaluate the effects of multi-tissue versus cavity-tissue labels, multi-
vendor data, and the number of training data on the realism of the
generated images. We further perform a small human visual study for
scoring the image quality, in addition to calculating the well-known
quality metrics.

3. Method

An overview of the proposed framework is presented in Fig. 1.
Two consecutive modules, operated for segmenting real cardiac MR
images and for synthesizing images, are the main building blocks of our
framework. The segmentation module is designed to provide the cor-
responding multi-tissue labels for the input images, while the synthesis
module utilizes such labels with paired images to learn the translation
from segmentation to realistic image appearance. Consequently, the
synthesis network can generate cardiac images based on the anatomy
3

characterized by the labels.
3.1. Image segmentation network

We adopt a U-Net architecture (Ronneberger et al., 2015), com-
pletely trained using simulated CMR images, for the task of multi-tissue
image segmentation. Several modifications to the original architecture
are made to optimize the network, including utilization of Leaky ReLU
non-linearity and Batch normalization (BN) after each convolutional
layer for stabilizing the training, as well as dropout regularization
with a rate of 0.5 to avoid overfitting and improve the generaliza-
tion. The network consists of five down-sampling and up-sampling
blocks, trained with a batch size of 32 2D simulated CMR images,
for generating pixel-wise predictions for nine tissue classes, including
the background. We use a Focal Tversky loss from Abraham and
Khan (2019) for training, optimized using Adam for stochastic gradient
descent, with an initial learning rate of 10−4. We apply early stopping
when the learning rate drops below 10−6 and train the network for a
total of 350 epochs using 200 simulated volumes for training.

To alleviate the burden of obtaining real data with corresponding
labels for supervised training of the U-Net, we utilize a virtual pop-
ulation of simulated cardiac MR images with accurate ground truth
labels for training, as discussed in Section 4.1. The predicted multi-
tissue segmentation masks are used for two purposes: (i) providing
paired data for training the image synthesis network, and (ii) providing
input labels for synthesizing new images using the trained generators.

3.2. Image synthesis network

Preserving the content information of the segmentation labels,
which represents the anatomy in the context of medical images, is cru-
cial. Traditionally, this is achieved by feeding the segmentation mask
as the input of an encoder–decoder architecture with skip connections,
forming a U-Net generator (Isola et al., 2017; Wang et al., 2018b). This
approach is sub-optimal for preserving the information of the binary
segmentation masks, and common (unconditional) normalization layers
such as batch normalization (Ioffe and Szegedy, 2015) and instance
normalization (Ulyanov et al., 2016) tend to wash away the semantic
information of the segmentation mask, as pointed out by Park et al.
(2019). On the contrary, a conditional normalization layer, applied
throughout the generator architecture, takes the segmentation map as
the condition to compute modulation parameters for de-normalizing
the activation in a semantic-preserving manner. A SPatially Adaptive
DE-normalization (SPADE) layer is therefore proposed by Park et al.
(2019) to replace all the unconditional normalization layers to inject
the information of the segmentation map into each feature layer of
the network. Conditioning the network using SPADE layers was found
to significantly improve the performance of image synthesis compared
to directly inputting the segmentation mask to the first layer of the
generator. Moreover, the generator can have a much lighter architec-
ture which makes it easier and more stable to train, requiring a fewer
number of training data.

3.2.1. Generator architecture
The generator architecture, inspired by Park et al. (2019), is com-

prised of several SPADE residual blocks (He et al., 2016), followed by
up-sampling layers to increase the spatial dimension of the input acti-
vation. The semantic information of the segmentation mask is injected
into each residual block using a SPADE conditional normalization layer,
as shown in Fig. 2.

3.2.2. Normalization layers
Normalization layers play a crucial role in conditioning the gen-

erator on the input label. The Batch normalization (BN) (Ioffe and
Szegedy, 2015) layer has been recognized as an effective component for
stabilizing the training of modern deep neural networks by normalizing
the statistics of feature activation maps after each convolution followed
by a non-linearity layer. The BN first normalizes features in the input
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Fig. 2. Label-conditional generator. Adopted from the architecture proposed by Park et al. (2019), it consists of several conditional residual blocks that take the segmentation
map as the condition and inject its semantic information via SPatially Adaptive (DE)normalization (SPADE) layers.
mini-batch to its mean and standard deviation, and then uses the scale
and bias values for applying the affine transformation. Given the input
activation map with the height of 𝐻 𝑖 and width of 𝑊 𝑖 for a mini-batch
size of 𝑁 and 𝐶 𝑖 number of channels (𝑥𝑖 ∈ R𝑁×𝐶 𝑖×𝐻 𝑖×𝑊 𝑖 ) at the 𝑖th
layer of the network, each individual feature channel is normalized as
follows:

𝐵𝑁𝛾,𝛽 (𝑥𝑖) = 𝛾

(

𝑥𝑖 − 𝜇𝑐 (𝑥𝑖)
𝜎𝑐
(

𝑥𝑖
)

+ 𝜖

)

+ 𝛽, (1)

where 𝛾, 𝛽 ∈ R𝐶 are unconditional scale and bias parameters learned
during the training. 𝜖 is small constant added to the denominator to
avoid dividing by zero, 𝜇𝑐 (𝑥𝑖), 𝜎𝑐 (𝑥𝑖) ∈ R𝐶 are the mean and standard
deviation calculated across mini-batch and spatial dimensions (𝑛 ∈
𝑁,ℎ ∈ 𝐻 𝑖, 𝑤 ∈ 𝑊 𝑖) for each feature channel (𝑐 ∈ 𝐶 𝑖) as follows:

𝜇𝑐 (𝑥𝑖) =
1

𝑁𝐻 𝑖𝑊 𝑖

𝑁
∑

𝑛=1

𝐻 𝑖
∑

ℎ=1

𝑊 𝑖
∑

𝑤=1
𝑥𝑖𝑛,𝑐,ℎ,𝑤 (2)

𝜎𝑐 (𝑥𝑖) =

√

√

√

√ 1
𝑁𝐻 𝑖𝑊 𝑖

𝑁
∑

𝑛=1

𝐻 𝑖
∑

𝑛=1

𝑊 𝑖
∑

𝑤=1

(

𝑥𝑖𝑛,𝑐,ℎ,𝑤 − 𝜇𝑐 (𝑥𝑖)
)2

(3)

Different from BN, Park et al. (2019) propose to replace the modula-
tion parameters with spatially varying 𝛾 𝑖𝑐,ℎ,𝑤(𝑠

𝑖) and 𝛽𝑖𝑐,ℎ,𝑤(𝑠
𝑖) dependent

on the input segmentation mask (𝑠𝑖). Following BN layer, the normal-
ized activation is modulated with spatially-dependent scaling and bias
factors calculated using a shallow, two-layer modulation convolutional
network. Calculated 𝛾 𝑖𝑐,ℎ,𝑤(𝑠

𝑖) and 𝛽𝑖𝑐,ℎ,𝑤(𝑠
𝑖) are multiplied and added to

the normalized activation function element-wise as follows:

𝑆𝑃𝐴𝐷𝐸𝑐,𝛾𝑐 ,𝛽𝑐 (𝑥
𝑖, 𝑠𝑖) = 𝛾 𝑖𝑐,ℎ,𝑤(𝑠

𝑖)

(

𝑥𝑖 − 𝜇𝑐 (𝑥𝑖)
𝜎𝑐
(

𝑥𝑖
)

+ 𝜖

)

+ 𝛽𝑖𝑐,ℎ,𝑤(𝑠
𝑖), (4)

3.3. Discriminator architecture

During the conditional GAN training, the discriminator should also
receive the information about the conditional input. In our case, this
is the anatomy represented in the segmentation mask. The correspond-
ing ground truth label is concatenated with both the real image and
synthesized image (in a channel-wise manner) to construct two pairs of
real image-label and synthesized image-label inputs. These two pairs of
inputs are then passed to the discriminator in the same batch (as sug-
gested in Park et al. (2019)) to provide two separate predictions for the
real image and synthesized image conditioned on the label. Motivated
by successful GAN frameworks, we adopt a multi-scale discriminator
for high-resolution image synthesis, to differentiate subtle differences
4

Fig. 3. Multi-scale discriminator architectures including two discriminators, 1 and 2,
having identical network structures but operate at two image scales, full scale and
down-sampled by a factor of 2.

between finer details presented in real and synthesized images (Wang
et al., 2018b). Two identical PatchGAN discriminators (Isola et al.,
2017) with four convolutional layers operate at two image scales that
differ by a factor of 2 (see Fig. 3).

3.4. Objective function

In the supervised conditional GANs for translating semantic segmen-
tation maps to realistic images, the training set of paired images 𝑥𝑗
with corresponding maps 𝑠𝑗 is available as (𝑥𝑗 , 𝑠𝑗 ) during training. The
conditional distribution of real images given the input segmentation
maps is learned through alternate optimization of the discriminator’s
objective function 𝐷 and the generator’s objective function 𝐺. The
so-called Hinge loss, introduced by Lim and Ye (2017) is given as:

𝐷 = − E
(𝑥,𝑠)∼𝑝𝑑𝑎𝑡𝑎(𝑥,𝑠)

[𝑚𝑖𝑛(0,−1 +𝐷(𝑥, 𝑠))]

− E
𝑠∼𝑝𝑑𝑎𝑡𝑎(𝑠),𝑧∼𝑝(𝑧)

[𝑚𝑖𝑛(0,−1 −𝐷(𝐺(𝑠, 𝑧), 𝑠))]
(5)

𝐺 = − E 𝐷(𝐺(𝑠, 𝑧), 𝑠) (6)

𝑠∼𝑝𝑑𝑎𝑡𝑎(𝑠),𝑧∼𝑝(𝑧)
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The GAN is trained via the following modified 𝑚𝑖𝑛𝑚𝑎𝑥 game when
sing two discriminators 𝐷1 and 𝐷2 operating at different image scales:

𝑖𝑛
𝐺

𝑚𝑎𝑥
𝐷1 ,𝐷2

∑

𝑘=1,2
𝐺𝐴𝑁 (𝐺,𝐷𝑘) (7)

Inspired by many successful GANs for image synthesis (Park et al.,
2019; Wang et al., 2018b; Zhu et al., 2020), we employ an enhanced
version of the adversarial loss in Eq. (7) that is improved using a feature

atching loss based on the discriminator for stabilizing the training of
he generator. Feature maps from multiple layers of the discriminator
re extracted for real and synthesized images for the feature matching
oss calculated as follows:

𝐹𝑀 (𝐺,𝐷𝑘) = E
(𝑥,𝑠)∼𝑝𝑑𝑎𝑡𝑎(𝑥,𝑠)

𝑇
∑

𝑖=1

1
𝑁𝑖

[

‖

‖

‖

𝐷(𝑖)
𝑘 (𝑠, 𝑥) −𝐷(𝑖)

𝑘 (𝑠, 𝐺(𝑠, 𝑧))‖‖
‖1

]

(8)

where 𝐷𝑖
𝑘 denotes the 𝑖th layer of the discriminator 𝐷𝑘 with the total

number of 𝑇 layers and 𝑁𝑖 elements in each layer.
Another well-established practice to overcome the training stability

of the GAN models and increase the quality of generated images is to
employ a perceptual loss for training the generator, in addition to the
adversarial loss (Chen and Koltun, 2017). Training with a perceptual
loss achieves superior performance for various image transformation
tasks (Ledig et al., 2017; Wang et al., 2018a; Dosovitskiy and Brox,
2016) and its importance has been acknowledged in the domain of
medical imaging, as it captures the perceptual quality of the small
structures in images (Armanious et al., 2020; Liang et al., 2021).

Let 𝜙𝑖(𝑥) be a VGG19 pre-trained network for extracting feature
maps from its 𝑖th layer when passing the image 𝑥, 𝑀𝑖 be the number
of elements, and 𝑁 be the total number of layers used to calculate the
loss. The perceptual loss is defined as the mean absolute error between
feature representations of the real and generated images, calculated as:

𝑃 (𝐺) =
𝑁
∑

𝑖=1

1
𝑀𝑖

‖

‖

‖

𝜙(𝑖)(𝑥) − 𝜙(𝑖)(𝐺(𝑠, 𝑧))‖‖
‖1

. (9)

The extracted features in the perceptual loss are based on the VGG19
pre-trained model rather than the discriminator model in the feature
matching loss, therefore independent from discriminator training. The
overall objective function, composed of the weighted sum of the above
mentioned components with hyperparameters of 𝜆1 = 10 and 𝜆2 = 10
for the contribution of each loss term, is minimized during the training
process:

𝑚𝑖𝑛
𝐺

((

𝑚𝑎𝑥
𝐷1 ,𝐷2

∑

𝑘=1,2
𝐺𝐴𝑁 (𝐺,𝐷𝑘)

)

+ 𝜆1
∑

𝑘=1,2
𝐹𝑀 (𝐺,𝐷𝑘) + 𝜆2𝑃 (𝐺)

)

. (10)

4. Material and experiments

Simulated and real CMR images are utilized for training the multi-
tissue segmentation and synthesis modules.

4.1. Simulated cardiac MR image database

For training the supervised multi-tissue segmentation network of
our first module, we require images with labels. We leverage the results
from our concurrent project of cardiac MR image simulation and utilize
our publicly available generated images provided in the context of
the openGTN project2 including 100 virtual subjects with anatomical
and contrast variations. The anatomies of virtual subjects are derived
from the 4D XCAT phantoms (Segars et al., 2010) and the images
are simulated via a physics-based simulation tool that implements the
Bloch equations for cine study. Each simulated image is provided with
its corresponding ground truth label map including all simulated organs

2 Simulated data can be found at https://opengtn.eu/.
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and tissue types. We create the multi-tissue segmentation map for the
simulated images by combining labels for similar-looking organs to
have a simplified representation of anatomies visible in the field of
view. The segmentation map is comprised of separate labels for left
and right ventricles, myocardium, lung, skeletal muscle, skin fat and
abdominal organs. An example can be found in Fig. 1.

4.2. Real cardiac MR image database

For training the image synthesis network, the public dataset from
the Multi-Center, Multi-Vendor & Multi-Disease (M&Ms)
challenge3 (Campello et al., 2021) is used. The M&Ms data include
patients and healthy controls with hypertrophy and dilated cardiomy-
opathy scanned at clinical centers in three different countries using MR
scanners of different vendors, referred to as vendor A1 (Philips scanner
center 1), B2 (Siemens scanner center 2), B3 (Siemens scanner center
3). Throughout our experiments, we employ the training subset of data
from these two scanner vendors and three clinical centers while the
testing subset is completely unseen during the synthesis experiments
and it is only used for the final evaluation of the segmentation per-
formance. Expert annotations are only available for left and ventricles,
and myocardium, provided for 75 subjects of vendor A1, 50 subjects
of vendor B2 and 25 subjects of vendor B3, for end-diastolic (ED) and
end-systolic (ES) phases of the heart. We apply our trained multi-tissue
segmentation network on all data, but only utilize the data from the
first two vendors (A1, B2) for training our image synthesis model, while
the last one (B3) is used for evaluation of the synthesis quality of the
generated images.

4.3. Data preparation

Before training the segmentation network, all simulated CMR im-
ages are re-sampled to 1.25 × 1.25 mm across short-axis slices, cropped
to the same size of 256 × 256 and normalized with a mean of 0
and standard deviation of 1. Standard data augmentations such as
random scaling and rotations, mirroring and horizontal/vertical flips
are applied during training. Before training the synthesis network, all
real images are pre-processed by re-sampling them to 1.33×1.33 mm in-
plane resolution and taking a central crop of the images with 256 × 256
pixels. The pixel intensity value of images is first clipped between 0
and 4000, assuming 12-bit value, and then normalized between the
range of [−1, 1]. We only apply random horizontal and vertical flips
to images during training with 0.5 probability of the image being
flipped. All synthesis models for experiments in this paper are trained
with the same training parameters using 3 NVIDIA TITAN Xp GPUs.
To have more accurate labels for three heart classes, we correct the
raw predicted labels of the first network by substituting the heart
annotations provided by the challenge. Furthermore, we remove the
slices above basal and below apical locations of the heart that do not
contain any heart labels. Therefore, every slice seen during synthesis
contains at least one of the heart labels.

4.4. Analysis of the framework

We conduct experiments to qualitatively (noted as Ql) and quanti-
tatively (noted as Qt) analyze different elements of the framework and
their effects on the final outcome:

Ql — Effects of multi-tissue vs. cavity-tissue labels: We evaluate
the need for utilizing the multi-tissue segmentation module with an
ablated version of our framework, where we train the image synthesis
model with only cavity labels. We compare the results with the network
trained with full labels, with identical training parameters.

3 M&Ms data can be found at https://www.ub.edu/mnms/.

https://opengtn.eu/
https://www.ub.edu/mnms/
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Fig. 4. Visual comparison of synthesis results for two patients for the cases of using multi-tissue labels and only cavity labels. The first column shows the corresponding segmentation
of the second column and the following columns show image slices from basal location to the apex of the heart. Distorted parts of anatomies in the latter ones are depicted with
yellow arrows. The image quality and volumetric consistency of the generated anatomy have improved in the synthesized images with multi-tissue labels. An animated GIF version
of two examples is available in the supplementary material.
Fig. 5. Cross-synthesis between vendors A1 and B2. GenB2oA1 image is synthesized
using the model trained on vendor B2 data and evaluated on the multi-tissue label
derived from images of vendor A1, and vice versa for GenA1oB2.

Ql — Effects of Multi-vendor Data: We train two identical multi-
tissue generator using training images from the M@Ms challenge data-
set (Campello et al., 2021), acquired at different clinical centers by dif-
ferent scanner vendors, to explore the possibility of learning a scanner-
specific style of CMR images and the generator’s ability to synthesize
multiple appearance on a given set of labels. The generator trained on
data of vendor A1 and B2 are named GenA1 and GenB2, respectively.
When the labels from the other data is used for synthesis, we name
this cross-vendor synthesis between (e.g. GenA1oB2 is the result of
synthesizing using GenA1 model on labels from vendor B2 images). One
example is shown in Fig. 5.

Qt — Synthetic Image Quality Metrics: For quantitative assess-
ment of the synthesis quality, we compute structural similarity index
6

(SSIM), peak signal-to-noise ratio (PSNR), and normalized root mean
squared error (NRMSE), between the synthesized images using GenA1
and GenB2 models on the common labels of the B3 (n = 50) and the
corresponding real images, completely unseen during training.

Ql, Qt — Effects of Amount of Data: We perform a data reduction
experiment to investigate the effect of the number of images used
during the training of the image synthesis module on the quality of the
synthesized images at inference time. We train different models using a
fraction of real training data and compare the quality of the generated
images using multi-tissue or cavity-tissue generators.

4.5. Human visual scoring of synthetic images

The quality and realism of the synthesized cardiac MR images are
evaluated using a visual scoring tool. We present to the evaluators
the results of the cross-synthesis experiment shown in Fig. 5 which
includes images of GenA1oB2 (n = 30) and GenB2oA1 (n = 30) together
with the real counterpart images of RealA1 (n = 20) and RealB2 (n
= 20) in a randomized order, and the evaluator is unaware whether
the displayed image is real or synthesized. To include sufficient heart
coverage in each displayed image, the mid ventricular slice of each
patient is chosen.

One set of experiments with three phases and three questions with
multiple choices is designed. To avoid exhausting the evaluators by one
time-consuming experiment, the same experimental setup is repeated
with different subsets of images (maximum of 40 images for each
round). Training phase includes 20 cardiac MR images to get the
evaluator familiarized with the scoring setup, questions, and the types
of images they can expect to score. Testing phases 1, 2, and 3 including
40, 40 and 20 cardiac MR images that serve as the main experiments for
evaluating and scoring the quality of the cardiac MR images. For each
displayed image, we ask three questions with multiple choice options:
(i) How do you evaluate the overall quality of the image? (ii) How
do you evaluate the image realism with focus on the heart? with a
scoring on a scale of one to five, with one being worst score (very poor
quality) and five being best score (very good quality), and (iii) How
confident are you that the image is real or synthesized? (Synthesized,
Maybe synthesized, Cannot tell, Maybe real, Real)
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4.6. Utilization of synthetic data and experimental design

We employ synthesized images for training a DL model to seg-
ment left and right ventricular cavities and myocardium of the heart.
The purpose of these experiments is to investigate two aspects of
the synthetic data: (i) its ability to mimic the distribution of the
real training data and therefore, its effectiveness in training a well-
performing segmentation algorithm, which we refer to as a replacement
experiment and (ii) its usability for augmentation purposes, where we
quantify the effect of augmenting the real MR data during training with
synthetic data, referred to as an augmentation experiment. To this end,
we utilize the results of a cross-vendor experiment explained earlier,
which aims to transfer the appearance of the images acquired using
the scanner of one vendor on the anatomical masks derived from the
subjects scanned using another vendor. Additionally, we vary the heart
shape during synthesis by applying random elastic deformation and
morphological dilation on heart masks (just before image generation)
to introduce anatomical variation in the synthetically generated data.
An animated GIF of applying multiple deformations on the heart labels
during synthesis is available in the supplementary material.

The baseline model is a 2D U-Net trained with a combination of
real images of vendor A1 and B2 (Real). We compare the performance
of this model with four identical ones trained with: (i) only synthetic
data with cavity-tissue labels (Synth-Cavity), (ii) only synthetic data
with multi-tissue labels (Synth-Multi) for the replacement experiment,
(iii) augmenting the real data with cavity-tissue synthesis (Aug-Synth-
Cavity), and (vi) augmenting the real data with multi-tissue synthesis
(Aug-Synth-Multi) for the augmentation experiment.

All networks consist of six downsampling and upsampling convo-
lutional blocks with five max-pooling operations. Each convolutional
block contains 3 × 3 kernel convolutional layers, batch normalization
and leaky ReLU activation function. We additionally apply dropout
regularization, with a rate of 0.5, after each concatenating operation
in the up-sampling path of the network. To increase robustness of the
networks, we augment the training set by applying random vertical and
horizontal flips (p = 0.5), random rotation by integer multiples of 𝜋

2 (p
0.5), random translations (p = 0.3) and mirroring (p = 0.5), as well as

andom elastic deformations (p = 0.4). We do not apply any contrast
ransformations, to better inspect the influence of synthetic data. All
ugmentation operations are applied on the fly during training. At
nference time, we only apply normalization and in-plane re-sampling.

To train the network, we use a weighted sum of the categorical
ross-entropy and Dice loss. We use Adam for optimization, with an
nitial learning rate of 5 × 10−5 and a weight decay of 3 × 𝑒−5. During
raining, the learning rate is reduced by a factor of 5 if the validation
oss does not improve by at least 5 × 10−3 for 50 epochs. We apply
arly stopping on the validation set to avoid over-fitting and select
he model with the highest accuracy. As a post-processing step, we
erform connected component analysis on the predicted labels, where
e remove all but the largest connected component for each class and

herefore, remove large false positive predictions.

. Results

.1. Ql — Effects of multi-tissue vs. cavity-tissue labels

Utilizing multi-tissue segmentation labels substantially improves the
uality of the synthesized images by providing more guidance to the
enerator. Fig. 4 depicts the results of utilizing cavity- tissue compared
ith the use of multi-tissue labels during synthesis, for two synthetic

ubjects for six slices covering the heart. Although organ labels are not
ighly accurate for the case of multi-tissue labels, the generator is able
o synthesize realistic anatomies. Plausible organs are generated around
he heart when we use more labels for image synthesis. Furthermore,
e observe from consecutive slices of one subject (An animated GIF is
7

vailable in the supplementary material) that the generated anatomy is s
onsistent in 3D, making results suitable for 3D medical image analysis.
e provide a video in the supplementary material showing 3D image

enerated using multi- and cavity tissue labels for all three projections
xy, xz, yz) to visualize the consistency between individual slices. Note
hat the synthesis network is 2D, taking one slice at a time for image
eneration. Distortions in the generated images for cavity-tissue are
ighlighted with yellow arrows.

.2. Ql — Effects of multi-vendor data

Fig. 6 shows the generation results on common labels derived from
mages of vendor B3, for the generator trained with images of vendor
1 (GenA1oB3), and the generator trained with images of vendor
2(GenB2oB3). From the visual comparison of synthesis results, we ob-
erve that the main characteristics of the training images are captured
y the generators, allowing them to synthesize multiple appearances on
given label. Vendor-specific characterizations, such as the darkness

nd blurriness of the images acquired from vendor A1, the sharpness
f the edges and the noisiness observed in images from vendor B2,
nd myocardium-to-blood contrast, are learned by the generators and
anifested in the synthesized images.

.3. Qt — Synthetic image quality metrics and effects of amount of data

The images are generated on Cavity or Multi tissue labels using
odels trained with combined data of vendor A1 (n = 150) and B2 (n
100), GenA1B2, separate data of vendor B2, GenB2, 50% of vendor

2 data, Gen50%B2, 25% of vendor B2 data, Gen25%B2, and 12%
f vendor B2 data, Gen12%B2 as depicted in Fig. 7. The results of
he generator utilizing multi-tissue labels achieve the best score for
ll metrics, suggesting that the better quality is achieved for multi-
issue synthesis, despite the reduction in the training data. Interestingly,
e observe that the Multi-Gen12%B2 generator, which uses only 12
olumes for training, scores significantly higher across all metrics than
ven the Cavity-GenA1B2 that uses all 250 real images during train-
ng, suggesting the benefit of multi-tissue labels when limited data is
vailable during synthesis.

Fig. 8 depicts synthesis results on the same subjects generated by
he models trained with a fraction of the training data of vendor B2.

e observe that the synthesis quality of the multi-tissue generator
s retained even when only 12% of the data (12 volumes) is used
or training, compared to the generator models trained with the full
vailable data-set. On the other hand, repeating the same experiment
n the generator trained with cavity-tissue labels produces images of
mpaired quality and severe distortion.

.4. Human visual scoring of synthetic data

Two independent raters completed the experiments. Evaluator 1
as an imaging scientist with ample experience in CMR application
nd processing, who was involved in this image synthesis research
nd has experience looking at GANs-generated medical images, and
valuator 2 was a CMR clinical expert and consultant cardiologist,
ho was not involved in this project. Fig. 9 depicts the scores of the
valuators for testing phases. The evaluation results for two sources of
he real (RealA1, RealB2) and two sources of the synthesized images
GenA1oB2, GenB2oA1) are combined. The results for the total of 40
eal and 60 synthesized images are shown in this figure. The horizontal
xis shows the level of the image quality score, and the vertical axis
hows the percentage of the total images rated with that image quality
core. e.g. around 70% of the synthetic data compared to around
0% of real images are perceived as Good in terms of image realism
ith focus on the heart (scored 4). Surprisingly, lower overall quality
f the real images is scored by the evaluator 1, having more real
mages with scores of 1 very poor and 2 poor, while same percentage

cored 4 Good, and slightly more synthesized scored 3 Mediocre. The
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Fig. 6. Synthesis results on labels derived from vendor B3 data for model trained on data of vendor A1 (GenA1oB3) and the same model trained on data of vendor B2 (GenB2oB3).
The difference in the appearance of the synthesized images demonstrates that the generator learns the vendor-specific features of the training images.
Fig. 7. Quantitative evaluation metrics for comparing the quality of the synthesized images using models trained with multi-tissue (Multi-) and cavity-tissue (Cavity-) labels.
Structural similarity index (a), peak signal to noise ratio (b) and normalized root mean squared error (c) are calculated between real images and corresponding synthesized
counterparts. GenA1B2 and GenB2 indicate that the synthesized data are generated by the generator trained on the combination of data from vendor A1(n = 150) B2(n = 100)
and only vendor B2 (n = 100), respectively. 50%B2, 25%B2, and 12%B2 indicate models trained with fraction of the data from vendor B2 (n = 50, 25, 12). All models are tested
on the unseen data of vendor B3 (n = 50).
Table 1
The performance of segmentation models for data replacement and augmentation experiments.

Vendor A Vendor B

Segmentation models Dice(LV) Dice(RV) Dice(Myo) HD(LV) HD(RV) HD(Myo) Dice(LV) Dice(RV) Dice(Myo) HD(LV) HD(RV) HD(Myo)

Real 0.932 0.894 0.847 8.32 12.44 10.70 0.911 0.896 0.860 8.75 9.89 11.78
Synth-Cavity 0.890 0.845 0.780 14.75 23.86 19.44 0.880 0.842 0.794 13.19 17.22 17.01
Synth-Multi 0.912 0.877 0.819 9.98 13.89 12.92 0.888 0.898 0.842 12.10 11.50 10.91
Aug-Synth-Cavity 0.938 0.907 0.869 6.99 10.72 8.48 0.926 0.926 0.871 8.85 9.51 11.20
Aug-Synth-Multi 0.945 0.920a 0.877a 5.83 9.22a 6.83a 0.932 0.929a 0.883a 5.24a 7.47a 8.85a

aNumbers have 𝑝-value of 𝑝 < 0.01 against the Real model according to the Wilcoxon signed-rank test and numbers with Bold text are the best scores.
overall quality of both images are higher for the evaluator 2. From the
last question, the evaluator 1 is confident that only just 10% of the
synthesized images are ‘‘Synthesized’’, around 55% ‘‘Maybe Synthesized’’
and the rest are either unidentifiable or rated as ‘‘Maybe Real’’. For
the evaluator 2, interestingly, the majority of the synthesized cases
are rated either ‘‘Cannot Tell’’ or ‘‘Maybe Real’’. One conclusion to
draw is that the synthesized images are on par with real images in
terms of visual quality, sometimes perceived as better quality, and they
are indistinguishable from the real counterparts even by experienced
evaluators.
8

5.5. Utilization of synthetic data

We utilize synthetic CMR images with the aim to investigate the
effectiveness and utility of such data in training a deep-learning algo-
rithm for segmentation, evaluated by carrying out the replacement and
Augmentation experiments. Hence, we provide a quantitative,
application-based evaluation of the usability of synthesized images
for a clinical task to segment myocardium (MYO), left ventricle (LV),
and right ventricle (RV). All models are tested on the same set of
images, acquired from two vendors and unseen during the training
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Fig. 8. The data reduction results for the case of multi-tissue and cavity-tissue generators trained using the data from vendor B2 (center 2, n = 100) and tested on the unseen
ground truth labels of B3 (center 3, n = 50). The corresponding real testing images are shown in the first row.
Fig. 9. The visual quality scoring results for two evaluators (1: Scientist, 2: CMR specialist). The outcome of all testing experiments for two sources of the real (RealA1, RealB2)
and two sources of the synthesized images (GenA1oB2, GenB2oA1) are combined. This includes the total of 40 real and 50 synthesized images. The scores correspond to; 1: very
poor, 2: poor, 3: mediocre, 4: good, and 5: very good quality.
and development of the models. We utilize standardized metrices for
evaluation of segmentation performance in the literature, namely the
Dice coefficient and the Hausdorff Distance (HD) score.

We start by evaluating the replacement experiment, where we study
the extent to which the data synthesized in this study can be used
to train a model for segmenting the heart cavity tissues in real CMR
images. By running this experiment, we can additionally quantify the
realism of such data and possibly identify points of improvement for
future work. The results in this experiment are shown for separated
classes in Fig. 10(a) and (b). First, we observe that both models trained
with synthetic data exhibit a drop in performance compared to the
model trained with real data (Real). This result was expected due
9

to the nature and characteristics of GAN-based conditional synthesis.
However, we see a consistent and significant improvement in the
performance of the Synth-Multi model compared to the Synth-Cavity
model, where in some cases Synth-Multi performs almost at par with
the Real model, across both vendors and all tissues. We hypothesize
this is due to better image quality achieved through synthesizing with
multi-tissue labels, where tissue boundaries are much clearer, with
better contrast achieved between the tissues. Moreover, this indicates
a better resemblance of the Synth-Multi data features to the real data.
Using the Synth-Multi model, we notice a significant improvement in
reducing the appearance of outliers, but also improving the average
Dice score across all patients. Most of these outlier predictions tend to
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Fig. 10. Quantitative usability evaluation of the synthesized data for two experiments of data replacement (a,b) and data augmentation (c,d). Identical 2D segmentation networks
are trained using different training data combinations for the task of cardiac segmentation. The baseline model, Real, is trained using all available real training examples of vendor
A1 and B2 (n = 250); Synth-Cavity and Synth-Multi are models trained completely using synthetic images when cavity-tissue and multi-tissue labels are employed during the GANs
training, respectively. Aug-Synth-Cavity and Aug-Synth-Multi are models trained with augmented data of real with cross-synthesis results. We apply geometrical deformations on
heart labels during synthesis to introduce more anatomical variations. The Dice coefficient, Dice (higher better), and the Hausdorff distance (pixel), HD (lower better) are reported
for segmentation performance.
be located across basal and apical slices, which can be partly attributed
to the removal of unlabeled slices above the base and below the apex
of the heart during synthesis. We additionally observe false positive
predictions generally appearing across all slices using the Synth-Cavity
model, where tissue similar in shape, size or appearance to the heart
cavity is often falsely identified as a part of the heart. These errors are
reduced by utilizing images of better quality for training the Synth-Multi
model. Being sensitive to false positive predictions, the HD scores for
the Synth-Cavity model tend to be higher with a higher percentage of
outlier cases across all vendors and tissues.

The results for the augmentation experiment are shown in Fig. 10 in
rows (c) and (d). This experiment shows that the addition of synthetic
data to the training set containing real data improves the segmentation
performance across both vendors and all tissues. This happens for both
cases (Aug-Synth-Cavity and Aug-Synth-Multi). However, adding Synth-
Multi images to the training is shown to be consistently better than
10
Synth-Cavity both in terms of Dice score and HD score, especially when
it comes to reducing the variance and outliers of the model perfor-
mance. This is particularly evident in scores acquired across all vendor
B tissues, as well as in vendor A myocardium, which are significantly
higher compared to the Aug-Synth-Cavity model (𝑝 < 0.01 according
to the Wilcoxon signed-rank test). In fact, visual observations indi-
cate that the Aug-Synth-Multi model consistently yields segmentation
improvements due to:

• the reduction of false positive and false negative predictions
around the base and apex of the heart, respectively;

• better segmentation of cases with a thicker myocardium, often
appearing in ES images, which we hypothesize is the influence
of wider anatomical and contrast variations introduced to the
training through synthetic images;
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• consistent improvements in the segmentation of the RV around
the base of the heart;

• better segmentation robustness in images with visible acquisition
artefacts and noise and better adaptation to cases with poor tissue
contrast.

oreover, models trained on real images only are prone to under-
egmentation in the occurrence of hyperintensities, which is largely
lleviated with the addition of synthetic data.

Some of the above-mentioned improvements are also present in the
ug-Synth-Cavity model. However, the under- and over-segmentation
f tissues in apical and basal slices still remains a problem. Despite
ynth-Cavity images being of lower quality, we hypothesize that an
mprovement in performance compared to the Real model is partly
chieved as such images present harder examples during the training
rocedure, thus improving network regularization and model gen-
ralization. A detailed summary of the experiments is presented in
able 1.

.6. Conditional GANs comparison

We compare the proposed label conditional GANs model (based on
he SPADE normalization layers) with pix2pix (Isola et al., 2017) and
ix2pixHD (Wang et al., 2018b) models in terms of synthesized image
uality. All three models are trained with the same hyper-parameters
sing the full data of vendor A1 and B2 with multi-tissue labels and
valuated on unseen data from vendor B3. We can observe from the
ynthesis results shown in Fig. 11 that more anatomical distortions
re produced by pix2pix and pix2pixHD models (indicated by yellow
rrows), especially in the heart area. The SPADE-based generator can
etter preserve the content of the input labels, resulting in more ac-
urate generation of the heart. The calculated image quality metrics
as described in 4.4 Synthetic Image Quality Metrics) are shown
n Fig. 12, confirming the superiority of the SPADE-based generator,
trongly for the structural similarity index.

. Discussion

.1. Multi-tissue vs. cavity-tissue labels for synthesis

For synthesizing realistic cardiac MR images we conduct exper-
ments to investigate the effects of using multi-tissue segmentation
ompared with using only cavity-tissue labels during synthesis. The
uality of the results achieved by the former setup is significantly
etter, demonstrating superior image quality with fewer distortions and
rtifacts. We observe substantial benefits of using a rough segmentation
ask for partitioning the input image into multi-tissue labels. Firstly,
espite the fact that our framework is two dimensional (2D), i.e. it takes
D labels as the input and produces 2D images, the global consistency
or volumetric image generation seems to be improved, as shown in
he supplementary material. Our results are consistent in the slice
irection and therefore suitable to generate data for 3D image analysis
lgorithms. Secondly, we observe that the training time and stability is
mproved when training the synthesis module with multi-tissue labels,
esulting in a fewer number of epochs required and a faster learning
rocedure. Finally, our experiments show that even with as few as
2 real volumes accompanied with rough multi-tissue labels, we can
ynthesize realistic images, despite the loss high-frequency details of
mall structures. From the visual assessment of the results we observe
rong anatomical positioning in some synthesized images on cavity-

issue labels, i.e the cavity-tissue generator is not able to correctly
ocate anatomical structures, such as lung and abdominal organs sur-
ounding the heart, as seen in Fig. 8 second and fourth rows for the
avity-tissue generator. The correct heart position, with respect to lung
nd other organs, is preserved for the multi-tissue generator, resulting
n synthesis of plausible anatomies. Note that we train our multi-tissue
egmentation model using simulated cardiac MRI data while one could
eplace that module with another approach or manually segment the
11

mages.
6.2. Synthesis quality and the amount of data

We conduct the data reduction experiment to assess the effects of
the number of training images on the synthesis quality, comparing
the results of generating on multi-tissue and cavity-tissue labels. The
quantitative metrics shown in Fig. 7 suggest that the quality of the
synthesized images on multi-tissue labels is significantly better than
synthesized images on cavity-tissue labels, increasing the structural
similarity index from 0.239 to 0.695 for the case of utilizing all images
from vendor A1 and B2 (total of 250 volumes). Gradually reducing the
training data causes drastic degradation in the quality of synthesized
images on cavity-tissue labels, whereas it does not severely affect the
global quality of the synthesized images on multi-tissue labels. For
example, the quality of multi-tissue generated images for the case of
using only 12%B2 (n = 12) constantly outperforms the cavity-tissue
generated ones using all 250 volumes of A1 and B2. This suggests
that there are significant advantages of putting effort into obtaining
multiple tissue labels when there is a limited amount of data available
for training, as shown in Fig. 7. Furthermore, as seen in Fig. 8, while in
images obtained by the cavity-tissue generator the anatomy of organs
and structures are distorted, we observe that only the high-resolution
details of the image, such as the papillary muscles and trabeculation of
the heart are missing in images generated by the multi-tissue generator
for the cases of reducing the number of data during training.

6.3. On the usefulness of the synthetic data

Despite recent attempts to synthesize realistic cardiac magnetic
resonance images, the analysis of how useful the generated data is for
tackling a real world task remains largely unexplored. Our experiments
show that there is a performance drop when real data is completely re-
placed by synthesized data for the task of cardiac cavity segmentation.
This implies that some of the features of the real data are not fully cap-
tured during synthesis. However, the addition of the synthetic data can
substantially improve the model performance, indicated by its benefits
for data augmentation. We observe a maximum increase of 4% for Dice
and a maximum reduction of 40% for HD in the presented experiments.
The HD score is significantly improved when real data is augmented
with multi-tissue synthetic data, suggested by the reduction in the
outlier predictions and an overall improved segmentation accuracy
of tissue boundaries. Based on visual inspection of the segmentation
results, aiding the training with multi-tissue synthetic images yields
a better segmentation performance around the apex and base of the
heart and more accurate segmentation of the right ventricular cavity
and myocardium. Our observations suggest that the improvements
could be attributed to model robustness to artefacts, noise and poor
tissue contrast, but further investigation is needed, which is planned
for future work. Despite the fact that we observe better performance
when using synthetic multi-tissue data, the cavity-tissue images with
lower visual quality are still found to be helpful for data augmentation.
This could imply that by seeing somewhat more distorted generated
images, the model can learn to deal with some aspects of the data such
as unclear tissue boundaries, blurriness, and other imaging artifacts,
which are unrepresented in the real training data. Similar results have
been reported in Karimi-Bidhendi et al. (2020), where the segmenta-
tion performance can be improved with visually low-quality generated
cardiac MR images.

6.4. Limitations and future research

In this work, we synthesize cardiac MR images for cine study
with imaging features learned according to the acquisition protocol
of the training data. However, multi-modality image synthesis can
be achieved by attaching an encoder network to the generator for
capturing the modality-specific style of images, e.g. image appearance
of the late gadolinium enhancement. As a result, cross-modality image
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Fig. 11. Visual comparison between different generator models trained with the same hyper-parameters using the combined data from vendor A1 and B2 and evaluated on the
unseen data from vendor B3. Yellow arrows indicate geometrical distortions in the heart area for pix2pix (Isola et al., 2017) and pix2pixHD (Wang et al., 2018b) models.
Fig. 12. Quality metrics for quantitative evaluation of the results for the proposed synthesis model in this study (SPADE), pix2pix (Isola et al., 2017) and pi2pixHD (Wang et al.,
2018b) models. We compare the generated image quality based on (a) structural similarity index (higher better), (b) peak signal to noise ratio (higher better) and (c) normalized
root mean square error (lower better) between the generated and real images for unseen data from vendor B3(n = 50 subjects).
synthesis, defined as domain translation from cine to late enhanced
cardiac MR images (or to cardiac CT image), could potentially address
the challenge of data availability in a wider medical imaging context.
Furthermore, with the ability to manipulate labels for synthesizing a
new image, it is possible to generate a population of virtual subjects
with heart diseases, as long as the disease can be represented in the
tissue mask. We show that the generated image quality increases by
utilizing multi-tissue labels even with noisy and inaccurate anatomy.
However, to synthesize highly detailed anatomies, one could work
on the accuracy of the multi-tissue segmentation network to provide
more accurate labels for better guidance of the synthesis network. In
fact, the multi-tissue segmentation module could be replaced with any
available method to obtain detailed segmentation maps of both the
12
heart and the tissues surrounding the heart. To evaluate the usefulness
and effectiveness of synthetic data, we perform experiments for the task
of medical image segmentation; however, other medical image analysis
tasks can also benefit from the achieved results in this work. Finally,
more research should be focused at addressing the synthesis of artifacts
and other specific characteristics of MR images that can potentially
present a larger feature variability that DL-based models, trained for
different medical imaging analysis tasks, can learn from.

7. Conclusion

In this paper, we propose a framework for cardiac MR image
segmentation and synthesis with the aim of generating high-quality
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images with informed anatomical representation and learned imaging
features. Leveraging Label-conditioned normalization layers through-
out the generator architecture allows for the preservation of content
information, while at the same time accurately transferring the image
characteristics of real data. Furthermore, one of the main findings of
this work is the importance of introducing detailed labels in the form
of multi-tissue maps for generation of highly realistic images with
accurate and 3D-consistent anatomies even with a significantly smaller
number of training data, compared to utilizing only cavity-tissue labels
during training. The effectiveness and usability of synthetic images
for the task of cardiac segmentation was evaluated, demonstrating
that data augmentation with synthetic data can substantially boost
the segmentation performance in terms of both Dice score (maximum
increase of 4%) and Hausdorff Distance (maximum reduction of 40%).
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