Late Fusion U-Net with GAN-based
Augmentation for Generalizable Cardiac MRI
Segmentation
Yasmina Al Khalil ⋆ , Sina Amirrajab⋆ , Josien Pluim, and Marcel Breeuwer
Eindhoven University of Technology, Eindhoven, The Netherlands

Abstract. Accurate segmentation of the right ventricle (RV) in cardiac
magnetic resonance (CMR) images is crucial for ventricular structure and
function assessment. However, due to its variable anatomy and ill-defined
borders, RV segmentation remains an open problem. While recent advances in deep learning show great promise in tackling these challenges,
such methods are typically developed on homogeneous data-sets, not reflecting realistic clinical variation in image acquisition and pathology. In
this work, we develop a model, aimed at segmenting all three cardiac
structures in a multi-center, multi-disease and multi-view setting, using
data provided by the M&Ms-2 challenge. We propose a pipeline addressing various aspects of segmenting heterogeneous data, consisting of heart
region detection, augmentation through image synthesis and multi-fusion
segmentation. Our extensive experiments demonstrate the importance of
different elements of the pipeline, achieving competitive results for RV
segmentation in both short-axis and long-axis MR images.
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Introduction

Right ventricular (RV) structure and function assessment is vital for the management of most cardiac disorders, such as pulmonary hypertension, coronary heart
disease, cardiomyopathies and dysplasia [7, 22, 27]. Magnetic resonance imaging
(MRI) has become a standard tool for RV function evaluation, as its noninvasive
nature and good contrast allow for an accurate computation of cardiac functional
parameters [3]. A prerequisite to this assessment is obtaining a correct segmentation of the RV cavity in MR images. However, due to the complex heart motion
and RV anatomy, RV segmentation is challenging, typically resulting in lower
performance and larger susceptibility to variation [10, 12]. Particular aspects
impacting the RV segmentation performance include: 1) unclear cavity borders
due to blood flow and partial volume effects, 2) presence of trabeculations in the
cavity, exhibiting the same gray levels as the surrounding myocardium, 3) the
complex shape of the RV, which significantly varies throughout the volume, 4)
the significant influence of pathology on morphological variations in the RV, and
5) the use of short axis (SA) image orientation, which is efficient for the analysis
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of both heart ventricles, but is not fully optimized for the RV [17, 22, 30]. As a
consequence, there is a lack of research on automating RV segmentation, resulting in RV delineation still performed manually in clinical routines, which comes
with a number of well-known challenges [8, 18].
A number of algorithms have been developed in recent years to tackle the
complexity of RV segmentation, ranging from model-based [5,11,20,31] to imagedriven approaches [4,23,28,30]. While model-based algorithms can be quite powerful, image-driven algorithms, such as deep learning-based methods, are more
prevalent due to better robustness against pathology and acquisition variations.
However, data scarcity presents significant difficulties to segmentation, often encountered due to technical, ethical and financial constraints [14, 24, 26]. This
often leads to algorithms trained and evaluated only using samples from single
centers, where similar scanner models and imaging protocols are employed, posing the question of their applicability to more heterogeneous data [29]. Attempts
to tackle segmentation generalization have been very recent, with the latest one
being a M&Ms-11 challenge, organized to evaluate the performance of various
segmentation strategies for SA CMR images [6], acquired from multi-site and
multi-vendor data. However, the focus of this challenge, as well as the majority
of the research, is on the joint segmentation of cardiac chambers, with relatively
fewer attempts focused on the RV, especially RV pathologies. In this work, we
address the problematic aspects of RV segmentation in both LA and SA images
by applying a number steps aimed at tackling issues appearing in multi-center,
multi-disease and multi-view cardiac MRI data, such as:
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Fig. 1. Proposed pipeline including the ROI detection module (left), image synthesis
module (middle), and image segmentation module (right).

1. Variations in the field of view (FOV) caused by changes in resolution
and voxel size, which directly affects both the size of the heart in the image,
as well as the visibility of the background tissue.
2. Variations in contrast and intensity present an additional challenge
to DL algorithms as they primarily rely on good contrast between tissues,
consistent texture patterns and clear boundaries in regions of interest.
3. Limited data hampers the performance of DL methods, while curating a
diversified and balanced data-set with annotations is challenging.
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4. Basal and apical slices are particularly challenging to segment due to the
complex structure and size.
5. Presence of pathologies altering heart tissue intensity levels and shape
can drastically affect the segmentation performance, especially of the RV.
To address the above challenges, we propose synthesis and segmentation
pipelines designed to minimize the disruptions caused by variations present in
multi-vendor, multi-site and multi-disease data. To reduce the effect of variations
in the FOV and heart size, we introduce a heart region detection module (Section
2.2). We utilize conditional synthesis to generate a large number of highly realistic images with variations in contrast, heart appearance and pathology (Section
2.3), with an emphasis on basal slices, as well as intensity transformations to
emphasize the tissue shape (Section 2.4). Finally, to regularize the segmentation
network performance and produce a robust model, we introduce a late fusion
approach to training (Section 2.5).

2

Materials and Methods

The segmentation pipeline proposed in this work is depicted in Fig. 1, consisting
of region of interest (ROI) detection, conditional image synthesis and segmentation through late fusion, utilizing transformed versions of input images during
training. The method can be applied to both short-axis and long-axis images.

Fig. 2. Variations in field-of-view, image contrast and appearance, anatomy, and
pathology for SA and LA images in the training set.

2.1

Data

The M&Ms-2 challenge data is comprised of 360 subjects with various RV and
LV pathologies as well as a control group, distributed as shown in Table 1. The
data was acquired using four different 1.5T scanners from three different manufacturer vendors (Siemens, GE, and Philips), undergoing variations in contrast
and anatomy (see Fig. 2). The training subset includes 160 cases with expert
annotations for RV and LV blood pools and LV myocardium (MYO). The validation set contains 40 cases, including two pathologies not present in the training
set. The final algorithm is evaluated on an unknown test set containing 160 cases,
with the appearance of all pathologies outlined in Table 1.
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Table 1. The M&Ms-2 challenge data
Pathology
Training Validation Testing
Dilated Right Ventricle
0
5
25
Tricuspidal Regurgitation
0
5
25
Tetralogy of Fallot
20
5
10
Interatrial Communication
20
5
10
Congenital Arrhythmogenesis
20
5
10
Dilated Left Ventricle
30
5
25
Hypetrophic Cardiomiopathy
30
5
25
Normal
40
5
30

2.2

Heart Detection

The first stage of the proposed pipeline consists of automated heart detection,
whereby a bounding box is detected that encompasses the complete heart in SA
images and the region of LV cavity, myocardium and RV cavity in LA images.
The detected bounding boxes are then used to crop the input images of the
heart for both segmentation and synthesis training, as well as at segmentation
inference time. We generate the training labels from the ground-truth masks by
computing the smallest bounding box that fits the entire heart in the FOV and
expanding it by five voxels in each direction. A CNN is trained to output the
adjustment parameters so that the bounding box, initialized at the center of the
image, better fits the heart. A total of 1000 2D mid-cavity slices extracted from
all training images are used for training and inference of the SA heart detection
model and all available LA images for the LA heart detection model. Appendix
A.1 contains more details about the training procedure.
2.3

Boosting Data Augmentation with Image Synthesis

The training data for LA and SA segmentation is further boosted using the image
synthesis module depicted in Fig. 3a. This module includes a ResNet-based [13]
encoder coupled with a mask-conditional generator that uses SPADE normalization layers [21] throughout the network architecture. The ResNet encoder is
designed to extract style information of the input image and provide it to the
SPADE generator that preserves the content of the input label map.

Fig. 3. a) Image synthesis model including residual-encoder and SPADE generator, b)
6 intensity transformations of each image at training and test time, and c) Late fusion
multi-encoder U-Net used for the segmentation of LA and SA MR images. An example
for LA images is shown, but the same approach is used for SA images.
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Previous works [1, 2] have shown the effectiveness of using SPADE based
generators in translating input segmentation masks to realistic CMR images
with plausible anatomy. In contrast to their work, our approach alleviates the
need for providing multi-tissue segmentation mask for high-quality synthesis by
adding the encoder network. Moreover, label manipulation is proposed to introduce anatomical variations in heart geometries of the synthesized images.
Upon training the image synthesis model, indicated with blue arrows in Fig. 1,
random elastic deformation and morphological dilation are applied on the segmentation masks to create new labels for synthesis. Subsequently, the deformed
label paired with its corresponding synthesized image are used for augmentation.
More information about image synthesis can be found in Appendix B.
2.4

Contrast Transformations

To address variations in contrast and intensity homogeneity, we generate six
contrast-transformed versions per training image (Fig. 3b), using histogram
standardization, edge preserving filtering, solarization and posterization, and a
Laplacian filter. More details about their application and pre-processing can be
found in Appendix A.2. The obtained transformations per image are fed into the
network in a multi-modal fashion and applied at inference time on test images.
2.5

Segmentation and Post-processing

Inspired by multi-modal CNNs and late fusion approaches, we modify a typical
U-Net to include multiple encoder layers processing each transformed image fed
at the input (Fig, 3), whose outputs are fused in the bottleneck, with dense
connections between the pairs of layers within the same path. This allows the
network to learn complementary information between different transformations
(see Section 2.2) of each image. as well as a better representation of their interrelationships, compared to early fusion (or multi-channel approaches). We compare this method to a single-channel network, fed with different variations of
each image obtained through applying the same six different transformations at
training time. Our hypothesis is that processing the same image represented by
different features leads to the network being more robust to typical variations
observed in multi-site/vendor and pathology-influenced images. As described
above, in addition to the original training set, we augment the training using
synthesized images, pre-processed to obtain six of their variants at train time.
Both models for SA and LA segmentation are designed in a 2D fashion according to nnUNet [15] guidelines, with extensions to achieve a multi-encoder setup
and trained by utilizing a 5-fold cross-validation approach, where the ensembled
average output is taken as the final prediction. Models are trained with a total
of 320 real images (ED and ES) and a total of 2000 synthetic images. We further
apply connected component analysis to remove any false positive predictions.
More details about the training can be found in Appendix C.

3
3.1

Experiments and Results
Experimental setup

We compare the proposed approach to a number of different models containing a
different set of pipeline components proposed in this work to evaluate where the
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most improvement is obtained. Thus, we train the following models: (i) U-net
+ HS, a regular single encoder U-Net with Histogram Standardization (HS)
applied to all training images, without any Bounding Box (BB) detection; (ii)
U-Net + HS + BB, a model similar to (i) but with heart region detection
module added for both LA and SA segmentation; (iii) U-Net + HS + BB
+ IT + Synth, similar model to (ii) with added Synthetic data (Synth) at
training time, obtained through the procedure described in Section 2.3, as well
as a set of six Intensity Transformations (IT) per each image; (iv) LF-U-Net
+ HS + BB + IT, a late fusion (LF) approach combined with a bounding box
detector for pre-processing; and (v) LF-U-Net + HS + BB + IT + Synth,
the proposed model, which is a late fusion approach combined with a bounding
box detector and the addition of synthetic data.

Fig. 4. a) Synthesized LA and SA examples per vendor and b) real versus c) synthetic
data distribution corresponding to their RV volumes. Elastic deformation and dilation
are applied on the labels to synthesize subjects with manipulated anatomy. Synthetic
data distribution shows RV ED and ES volumes for 1000 synthesized cases per vendor.

3.2

Image synthesis and segmentation results

Fig. 4 (a) visualizes some of the synthesized examples per vendor, with elastic
deformation and dilation applied on the ground truth labels during synthesis for
both LA and SA views. Real (b) and synthetic (c) data distributions in Fig. 4
depict ED and ES volumes for real cases in the train set and synthesized cases
in the augmented training set, respectively. For addressing imbalanced number
of cases per vendor in the real train set, we generate 1000 synthesized cases per
vendor to balance the data. Furthermore, within each vendor set, we synthesize
more underrepresented cases scattered at the tail of the distribution by applying
more deformations on their ground truth labels. The effects of label manipulation
on the ED and ES volumes of RV can be seen from the deviations of the heart
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volumes for synthetic cases in Fig. 4b and c. For one real case in the Siemens
train data (blue) indicated with a black circle in 4b, we have 15 corresponding
synthetic cases with altered heart anatomies in 4c, indicated with a black circle.
Table 2. The performance of segmentation networks on the validation set
Segmentation model
Dice(avg) Dice(SA) Dice(LA) HD(avg)
U-Net + HS
0.886
0.884
0.888
18.859
U-Net + HS + BB
0.899
0.898
0.899
11.079
0.902
0.901
0.903
9.092
U-Net + HS + BB + IT + Synth.
LF-U-Net + HS + BB + IT
0.909
0.909
0.908
8.614
LF-U-Net + HS + BB + IT + Synth. 0.918
0.919
0.916
7.684
HS: Histogram Standardization, BB: Bounding Box, IT: Intensity Transformation,
Synth.: Synthetic data, LF-U-Net: Late-Fusion U-Net

HD(SA)
25.966
12.141
10.981
10.602
9.600

HD(LA)
11.752
10.018
7.202
6.625
5.761

Fig. 5 depicts segmentation results obtained by different models on some of
the examples in the validation set. Table 2 displays the performance scores obtained from the challenge submission platform on the 80 images in the validation
set, in terms of Dice and Hausdorff distance (HD). We observe that the addition
of the BB detection module significantly aids in decreasing the HD, particularly
for SA images, as it largely eliminates false positives appearing due to large and
varying FOV. Moreover, the addition of transformations and synthetic data further help the model in handling examples with unclear boundaries, low tissue
contrast and distinct presence of pathology. However, the major improvement
is seen with the employment of the late-fusion model combined with synthetic
data, which allows the model to extract more variable image features through
different encoding paths processing different representations of each image. The
addition of synthetic images introduces more examples of hard cases and helps
with network regularization and generalization. On the unseen test set, the model
yields the scores of 0.912 and 0.895 in terms of Dice and 11.74 and 7.85 in terms
of HD, for SA and LA images respectively.

4

Discussion

In this work, we propose a framework consisting of three deep neural networks
in the context of Multi-Disease, Multi-View & Multi-Center RV Segmentation in
Cardiac MRI (M&Ms-2) challenge. Our framework is comprised of ROI detection, image synthesis, and late-fusion segmentation, carefully designed to address
various aspects of model generalization. The ROI detection module is developed
to predict a tight bounding box around the organ of interest and crop the images
so that the heart is at the center of the field of view. This naturally reduces the
effects of complex organs visible in the background on the segmentation performance and takes care of the variation in the FOV and image resolution. The
image synthesis model is a mask-conditional GAN that learns the mapping from
a segmentation label to a corresponding realistic-looking image. To introduce
variation in the geometry of the heart for each generated image, morphological
operations such as elastic deformation and dilation are applied on the labels to
synthesize subjects with altered heart anatomy. Physiologically-based deformations using mechanistic heart models could be applied on the heart labels to
create anatomically plausible segmentation masks for generating more pathological cases.
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Fig. 5. Qualitative comparison of segmentation results for a) LA images and b) SA
images in the validation set obtained using different models. The proposed model with
late-fusion, synthetic data augmentation and all intensity transformations shown in
last column achieves the best performance. Refer to Section 3.1 for model descriptions.

While our synthesis approach introduces more outlier examples influenced by
the presence of pathology to the network, we additionally handle variations in
contrast by introducing a set of image transformations that have been previously
shown to aid DL-based model training in various tasks. By doing this, we attempt
to diversify the type of images the network sees during training, as well as
put more emphasis on tissue shape, encouraging its adaptation to multi-source
images. Combined with the late fusion approach, the network can learn a large
set of features that help improve its robustness to unseen data.

5

Conclusion and Future Work

In conclusion, we show that having a diverse training data-set plays the main role
in obtaining a robust and generalizable segmentation model. However, since this
is typically not possible, especially with pathology, we present an approach that
utilizes recent advances in image synthesis and classical pre-processing methods,
showing their impact on the segmentation performance in challenging scenarios, without needing to physically acquire more data. Future work consists of
improving anatomy deformation to handle more pathological and outlier cases,
as well as an in depth study on contrast transformations to handle variation in
intensity distribution. Finally, we plan to explore other late fusion approaches,
such as dense connections and inception modules in [9].
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–Supplemental Document–
Appendix A
A.1

Pre-processing stage

Heart Detection module

As presented in Section 2.2, the first stage of our pipeline is a heart region
detection module, consisting of a regression-based neural network that locates
and extracts the heart in both SA and LA images, similar to the approach used
in [25]. Before generating the training labels, we resample all SA images to a
median spatial resolution of 1.25 × 1.25 x 10 mm3 and all LA images to a spatial
resolution of 1.25 x 1.25 before cropping. We use a simple CNN designed for a
regression task, where the output consists of 6 continuous values. The inputs to
the network are 2D (256×256) mid-cavity SA slices extracted from the training
data-set and all LA slices, respectively, normalized to have the intensity values
in the range of [0,1]. The outputs consist of parameters that define the bounding
box, namely x and y directions of the center of the initialized ROI and its lower
left corner, as well as the scaling factors for the width and height of the initial
ROI.
The CNN consists of five convolutional layers, followed by two fully-connected
layers with a linear activation. Each convolutional layer uses 3 × 3 kernels, followed by a 2×2 max-pooling layer. Batch normalization and leaky ReLU activations are used in each layer, except for the output. Dropout with the probability of 0.5 is used in the fully connected layers. The network is trained for
2000 epochs with a batch size of 32 and early stopping (assessed from the validation accuracy), by minimizing the mean squared error between the computed
transformation and the actual transformation (estimated from the ground-truth)
using the Adam optimizer. We start with an initial learning rate of 0.001 but
decrease it by a factor of 0.5 every 250 epochs. All image dimensions and scaling/displacement parameters are normalized in a way to generate translations
that are in the range from -1 to 1.
After prediction, all the parameters are de-normalized to reflect the original
image scale. On-the-fly data augmentation is applied to the training images,
consisting of random translation, rotation, scaling, vertical and horizontal flips,
contrast augmentation and addition of noise. At inference time, we again use
mid-cavity slices from the SA test images to obtain the adjustment parameters
of the ROI (not needed for LA). The predicted bounding boxes on mid-cavity
slices of SA images are then propagated through the whole 3D volume, from
which these slices were extracted. This procedure is not applied for LA images,
where direct detection is possible (both ED and ES LA images consist of a
single slice only). The obtained cropped SA and LA images using the predicted
bounding box are post-processed to be of the size 128 × 128 voxels and 176
x 176 voxels, respectively. These images are then used for training the cardiac
cavity segmentation and synthesis networks.
A.2

Appearance transformations for targeting variation in contrast
and intensity

One of the main challenges of deploying a segmentation algorithm on heterogeneous data is its performance in the presence of extensive contrast and intensity
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variations. By exploring the provided training and validation sets, we observe
that not only the data acquired from different vendors varies in contrast, but
that the presence of pathology largely influences proper tissue visibility and often occludes tissue boundaries. Applying image appearance transformations can
help with improving both the contrast and tissue visibility, as well as put more
emphasis on tissue shape, rather than appearance. To achieve this, we select a
set of six transformations per image, where each is fed into a separate encoding
path during the training of the late fusion model, namely:
1. Histogram standardization: We standardize the intensities of images to
those representative of each scanner vendor, by utilizing the algorithm in [19],
which detects the landmarks on image histograms in the training set and averages them to form a standard landmark set per vendor.When a new image
is acquired, the detected landmarks of its histogram are then matched to the
previously computed standard positions by linear interpolation of intensities
between the landmarks. A similar approach is applied at inference time using
landmarks calculated from the training data. Thus, for each image, we generate its three counterparts, standardized to the landmarks extracted from
GE, Siemens and Philips-acquired images.
2. Edge preserving filtering: To emphasize the shape of the heart cavities
and discard high frequency features, we apply total variation filtering (TVF)
on the original input image. TVF is typically used for denoising and produces
images with flat domain separated by enhanced edges [16].
3. Solarization and posterization: Solarization can be defined as “partial”
inversion of light and dark intensity values, with the total solarization being
the negative of the image. Posterization retains the general appearance of
the image, but gradual transitions are replaced by abrupt changes in shading
from one region to another. This emphasizes edges, flattens the image, and
is typically used for contour tracing.
4. Laplacian filter: The Laplacian of an image highlights regions of rapid
intensity change and is therefore often used for edge detection.

Appendix B

Image synthesis models

Two identical image synthesis models are trained using LA and SA cardiac MR
images. To augment and balance the data using these trained synthesis models,
the following strategies are devised;
i) For each vendor-specific subset, the outlier cases are identified based on
the end-diastolic or end-systolic volume for the RV calculated using the ground
truth label of the SA images. These outlier cases, separated from the rest of the
population, are used for image synthesis by applying random label deformations.
For balancing the ratio, we apply different number of deformations in a way
that we eventually create 1000 synthesized cases for each vendor including 50%
outliers and 50% the rest of cases.
ii) For each subject, the ratio of the number of mid-ventricular and apical
slices to the number of basal slices is not balanced in the SA stacks; there are
typically 2-3 basal slices compared to 6-8 mid-ventricular and apical slices. The
basal slices may not be frequently seen by the segmentation network during
training compared to other slices. This could account for network failure on
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these challenging slices. To increase the occurrence of these examples, we utilize
the labels of three most basal slices of all cases and randomly deform them 10
times for image synthesis.

Appendix C

Cardiac cavity segmentation architecture
and training procedure

The architecture of the late fusion U-Net segmentation model aims at learning
separate convolutional encoder paths per each transformed image, whose features are fused at their higher layers (or the bottleneck). Here, we assume that
higher-level representations from different transformations of each image are
more complementary to each other, while containing distinctive features that
aid the segmentation process. Each encoding path consists of five convolutional
blocks, with four max-pooling layers. Each convolutional block consists of 3 ×
3 kernel convolutional layers, batch normalization and leaky ReLU activation.
We apply batch normalization to improve regularization and help the network
be less susceptible to noise and intensity variation. Moreover, we apply dropout
regularization, with a rate of 0.5, after each concatenating operation to further
avoid over-fitting.
To increase robustness and cover a wide range of variations in terms of heart
pose and size, we additionally augment the training set by applying data augmentation. Namely, we apply random vertical and horizontal flips (p=0.5), random
rotation by integer multiples of π2 (p=0.5), random scaling with a scale factor
s ∈ [0.8, 1.2] (p=0.2), random translations (p=0.3) and mirroring (p=0.5). All
augmentations are applied on the fly during training. At inference time, besides
normalization and in-plane re-sampling, we apply a set of six transformations
to generate six images at the input to the model. After pre-processing, each
encoding path is fed with batches of 144 128x128 images for training for the
SA segmentation model and batches of 64 256x256 images for the LA model.
We use a validation set to track the training progress and identify overfitting,
where the same augmentation approach is applied to the validation set and the
mean Dice score is calculated per each epoch. To train the network, we use a
weighted sum of the categorical cross-entropy and Dice loss. We use Adam for
optimization, with an initial learning rate 10−4 and a weight decay of 3 · e−5 .
During training, the learning rate is reduced by a factor of 5 if the validation
loss does not improve by at least 5 · 10−3 for 50 epochs. We apply early stopping
on the validation set to avoid overfitting and select the model with the highest
accuracy. We train each model (LA and SA) using a five-fold cross-validation on
the training cases and use them as an ensemble to predict on the validation or
testing set. The training of all models runs for 1000 epochs.

