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Abstract. Simulating a large set of medical images with variability in
anatomical representation and image appearance has the potential to
provide solutions for addressing the scarcity of properly annotated data
in medical image analysis research. However, due to the complexity of
modeling the imaging procedure and lack of accuracy and flexibility in
anatomical models, available solutions in this area are limited. In this
paper, we investigate the feasibility of simulating diversified cardiac magnetic resonance (CMR) images on virtual male and female subjects of the
eXtended Cardiac and Torso phantoms (XCAT) with variable anatomical
representation. Taking advantage of the flexibility of the XCAT phantoms, we create virtual subjects comprising different body sizes, heart
volumes, and orientations to account for natural variability among patients. To resemble inherent image quality and contrast variability in
data, we vary acquisition parameters together with MR tissue properties
to simulate diverse-looking images. The database includes 3240 CMR images of 30 male and 30 female subjects. To assess the usefulness of such
data, we train a segmentation model with the simulated images and finetune it on a small subset of real data. Our experiment results show that
we can reduce the number of real data by almost 80% while retaining
the accuracy of the prediction using models pre-trained on simulated images, as well as achieve a better performance in terms of generalization
to varying contrast. Thus, our simulated database serves as a promising
solution to address the current challenges in medical imaging and could
aid the inclusion of automated solutions in clinical routines.
Keywords: Image simulation · Transfer learning, Virtual population ·
Cardiac magnetic resonance imaging · Cardiac segmentation
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Introduction

Being one of the most valuable sources of diagnostic information, there is a
notable demand for fast and precise analysis of medical images, which is still
largely dependent on human interpretation. Recent advances in deep learning
(DL) can address this problem by automation. However, DL-based methods are
still not directly employed in real-world applications, as they typically rely on
the availability of accurately annotated data. Annotating medical images is a
time consuming process that requires expert supervision and is limited by data
protection and patient confidentiality [13]. Moreover, significant variations in
contrast, resolution, signal-to-noise ratio and image quality are often observed
in images collected from various clinical sites and machines, causing a deterioration in the performance of DL-based methods [10]. In theory, robustness
could be increased by introducing highly heterogeneous data-sets to the training
and testing procedure, representative of the data the network will likely see in
the future. However, this approach implies the collection and annotation of a
significantly large data-set covering all possible cases, which is not scalable to
real-world applications and is limited by data protection measures.
In recent years, physics-based image simulation as well as data-driven image
synthesis have addressed the lack of properly annotated, diverse data suitable for
developing DL algorithms [6]. For the application of cardiac MR (CMR) image
simulation, MRXCAT approach [14] grounded on the extended Cardiac-Torso
(XCAT) anatomical phantom [11] has demonstrated a great utility for optimizing
advanced acquisition and reconstruction methods in CMR studies. However, the
usefulness of such simulated data for generating a huge number of images for
DL-based image analysis tasks remains very limited due to insufficient image
realism, lack of variability, low quality, and quantity of images. Novel image
synthesis approaches based on generative adversarial networks (GANs) [7] have
been developed very recently to generate realistic-looking images suitable for
alleviating data scarcity and generalization problems [15]. Unpaired image-toimage translation to synthesize CMR images from CT images [5] and factorized
representation learning to synthesize controllable 3D images [9] are among very
recent advances. Although these models can generate high-quality images, the
ground truth anatomical representation of the images is limited to the training
data and is not necessarily plausible in terms of underlying organ and structure.
Therefore, such data may have limited application to the downstream supervised
tasks, where the accuracy of the ground truth labels is essential. To address this
issue, recent work by [1] combines the anatomical information derived from a
physics-based anatomical model with the data-driven imaging features learned
from real data in a conditional setting. This hybrid method achieves more control
over both anatomical content and the overall style of the images. However, image
synthesis with varying anatomies, local contrast, and noise is still lacking.
In this paper, we propose a physics-based simulation strategy to generate a
large and diverse virtual population of CMR images1 including virtual subjects
1
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with both anatomical and contrast variations. Benefiting from the flexibility
of the XCAT anatomical model in creating computerized models with userdefined parameters, we create adult male and female subjects with variations
in their anatomical representation. This resembles the real differences between
different patients in terms of body sizes and heart features. We assign unique
MR tissue properties to each individual subject. The signal intensity of the
image is governed by the formula of cine CMR imaging based on the solution of
Bloch equations for steady-state free precession sequence. The contrast variation
is the result of combining tissue properties with acquisition parameters in our
physics-based CMR image simulation pipeline which is an improved version of
the MRXCAT approach. This combination introduces a great variation in the
image contrast and appearance, providing enough diversity in data to train a
segmentation model agnostic to inherent contrast variability in the real data.
We hypothesize that such a heterogeneous population can aid in developing a
deep learning-based algorithm more robust and generalizable to unseen data
with unknown image characteristics. To explore whether this is truly the case,
we utilize a transfer learning approach for training a segmentation model for the
task of heart cavity segmentation in short-axis CMR images. Our model is pretrained only on the data obtained through the proposed simulation strategy and
fine-tuned on a small data-set of real CMR data. By deploying such a model on
the data coming from various sites and scanners, we compare its generalization
and adaptation capability to models trained only on real data, particularly when
such data is scarce.

2
2.1

Methodology
CMR Image Simulation Approach

The CMR image simulation is grounded on the Bloch equations for cine contrast.
We utilize the MRXCAT numerical framework as the basis of our approach to
simulate a diverse image database on the XCAT anatomical phantoms. We improve the MRXCAT that yields more realistic-looking images with controllable
imaging parameters such as SNR, TR, TE, and flip angle as well as MR tissue
properties such as T1, T2, and proton density. We consider these defined parameters as an input variable such that we can alter to generate images with
variable noise levels and image appearances. To introduce anatomical variations
in the database, we employ the parameterized model of the XCAT phantoms.
2.2

Generation of a Diverse Virtual Population

The overview of our strategy to simulate a diverse virtual population of CMR
images with anatomical and contrast variability is shown in Fig. 1. To make the
database heterogeneous, we change three categories of parameters: i) anatomical parameters, ii) MR tissue properties and iii) imaging parameters. To create
virtual subjects with variable anatomical representation, we utilize the XCAT
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Fig. 1. Simulation strategy to generate a diverse virtual population. Given one virtual
subject (VS) with specific anatomical characteristics, we simulate CMR images with
varying SNR levels (high, medium, low), sequence parameters (TR, TE, Flip Angle),
and tissue properties (T1, T2, Proton Density). The combination of these parameters
results in 27 distinct image appearances. The last row shows 6 samples of simulated
images for one VS with varying contrast for high to low SNR levels (left to right).

phantoms for normal male and female anatomical models and change the body
size in anterior-posterior and lateral directions, the volume of the heart at enddiastolic (ED) and end-systolic (ES) phases, and its orientation and location with
respect to surrounding organs. We vary T1 and T2 relaxation times and proton
density for more than 12 tissues visible in the field of view. We slightly alter
repetition time (TR), echo time (TE) and flip angle for balance steady-stare free
precession sequence and change the noise standard deviation to achieve three
levels of signal-to-noise-ratios. Given the reported mean and standard deviation
in literature [12,4] for the tissue properties, we generate new unique tissue values
for each simulation. In the proposed setting, we consider three levels of variations
(SNR, sequence, and tissue) for which we have three parameters to change. This
results in 27 distinct variations in contrast per subject. In total, we simulate
3240 CMR images including 30 female and 30 male anatomical variations, 27
contrast variations for each subject, and 2 heart phases - ED and ES.
2.3

Data

We utilize one simulated short-axis CMR image data-set and two real short-axis
CMR image data-sets in the proposed work. The simulated data-set is generated
as described in Section 2.1, from which we choose 2500 image volumes for pretraining the model. For fine-tuning, we utilize 183 internal clinical CMR (cCMR)
volumes, obtained from six different sites, with highly heterogeneous contrasts
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due to differences in scanner vendors and models, as summarized in Table 1.
The segmentation ground truth is provided for both ED and ES phases, containing expert manual segmentation of the right ventricular blood pool (RV),
left ventricular blood pool (LV), and left ventricular myocardium (LVM). We
split the data into training, validation and test sets, where the test set is kept
fixed at 80 volumes and set aside for evaluation. With the rest of the data, we
explore different subset sizes and their effects on fine-tuning the network. We perform additional experiments with the Automated Cardiac Diagnosis Challenge
(ACDC) data-set [3], consisting of 100 patient scans (200 volumes in total), where
each includes a short-axis cine-MRI acquired on 1.5T (Siemens Aera, Siemens
Medical Solutions, Germany) and 3T (Siemens Trio Tim, Siemens Medical Solutions, Germany) systems with resolutions ranging from 0.70mm × 0.70mm to
1.92mm×1.92mm in-plane and 5mm to 10mm through-plane. RV, LV and LVM
segmentation masks are provided at both ED and ES phases of each patient. We
set aside 80 volumes from the ACDC data-set for testing, and use it to both
evaluate the model fine-tuned on cCMR data, as well as the model fine-tuned
on the rest of the available ACDC volumes.
Table 1. Details of the cCMR data-set used for fine-tuning the models.
Dataset Total N Train N Test N
Site A
Site B
Site C
Site D
Site E
Site F

2.4

10
22
5
110
12
24

5
12
0
80
6
0

5
10
5
30
6
24

MRI Scanner Attributes
Image Spatial Resolution
Manufacturer Magnetic Field Strength In-plane Resolution Slice Thickness
Philips Ingenia
Philips Achieva
Philips Intera
Philips Ingenuity
Philips Ingenia
Siemens Aera

1.5
1.5
1.5
3.0
1.5
1.5

T
T
T
T
T
T

1.8 mmˆ2 / pixel
1.8 mmˆ2 / pixel
2.1 mmˆ2 / pixel
1.56 mmˆ2/ pixel
1.56 mmˆ2/ pixel
2.1 - 2.78 mmˆ2 / pixel

8
8
8
8
8
8

mm
mm
mm
mm
mm
mm

Segmentation Approach

A 3D U-Net architecture is chosen for both the networks trained from scratch
and the pre-trained model, with the addition of batch normalization, dropout
(dropout rate of 0.5) and leaky ReLU activation. A common strategy that is
shown to significantly improve the training of DL models from scratch is the
random initialization of model weights, typically done by Gaussian random initialization. However, methods such as Xavier and He initialization are shown to
more effectively avoid the problem of vanishing and exploding gradients during
training [8]. We choose to initialize our networks using the He initialization, as
it works well with ReLU-based activation functions. Networks are trained using
a Focal-Tversky loss [2], designed specifically to address the issue of data imbalance in medical imaging. Even though standard approaches in the literature use
the sum of Dice and cross-entropy loss for training, our experiments have shown
a consistent improvement in performance when utilizing the Focal-Tversky loss.
We use Adam for optimization, with an initial learning rate of 5 ∗ 10−3 , where
β1 = 0.9, β2 = 0.999 and η = 1 ∗ e−8 and a weight decay of 3 ∗ e−5 . During
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Pre-training
Simulated
virtual
population

3x3x1 Convolution + BN + Leaky ReLU
3x3x3 Convolution + BN + Leaky ReLU
3x3x1 Convolution
2x2x1 Max Pooling
2x2x2 Max Pooling
Upsampling
Residual Skip Connection

Fine-tuning

Real data

3D U-Net

Fig. 2. Pre-training and fine-tuning a 3D U-Net model using simulated images for
multi-tissue segmentation. Pre-trained weights are transferred to another model for
fine-tuning on a varying number of real MR images for heart cavity segmentation.

training, the learning rate is reduced by 0.1 if no improvement is seen in the validation loss for 50 epochs. We utilize two models for training, adjusted based on
the training data, ACDC and cCMR data-sets, respectively. Architecturally, the
models differ in depth, where the network proposed for training on the cCMR
data-set consists of six layers, while the model utilized for ACDC data uses
five layers. Both models are trained with a batch size of 4, with cCMR and
ACDC data resampled to a median voxel spacing of 1.25mm × 1.25mm × 8mm
and 1.5625mm × 1.5625mm × 10mm and rescaled to patch sizes of 320x320x16
and 224x256x10, respectively. To increase robustness, we apply random flipping,
rotation by integer multiples of π/2, random Gaussian noise, transposing, random scaling and random elastic deformations during training. All models have
converged in 250 epochs.
The performance of the baseline models is compared to models fine-tuned on
real MRI data while pre-trained on simulated data generated in this work. The
initial learning rate used for pre-training is 10−4 , reduced by 0.9 after every 25
epochs if the validation loss did not increase. This was empirically determined
to yield the best performance, where Focal-Tversky loss again showed a much
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Fig. 3. Anatomical variability of the simulated CMR images for male and female
anatomies including body scaling (first row), left-ventricular heart volume (second row
red arrow), and heart orientation w.r.t. other organs(third row yellow arrow).

better performance compared to other standard losses. The model was trained for
a maximum of 1000 epochs using the Adam optimizer with β1 = 0.9, β2 = 0.999
and η = 1 ∗ e−8 . Having produced simulated data with a large number of labels,
not only for heart cavity structures, but also for background tissues (such as
lung and liver), we have experimented with pre-training a model able to segment
multiple tissues, rather than the cavity structures alone. Our experiments show
that such models perform better when adapted for heart cavity segmentation on
real images, which we hypothesize is due to the network learning the shape and
location of the tissues bordering immediately with the heart cavity. Thus, our
final model used for fine-tuning is pre-trained on six simulated tissue classes in
total, three of which belong to the heart cavity, while the rest cover other regions
of tissue in the image. Patches of shape 256x256x20 were input at each training
iteration in batches of four. Random rotation, flipping and transpose operation
were applied as data augmentation. A detailed model architecture is shown in
Fig. 2. We reduce the learning rate by half and fine-tune all model layers on the
target real MR data. While some studies report that fine-tuning only a part of
network layers results in better performance, our experiments suggest that finetuning the entire set of pre-trained weights led to models that perform better
than or as good as model pre-trained partially. The exponential moving average
of the training loss is used as an indicator of whether the learning rate should be
reduced, where we take into account the last 30 epochs and reduce it by a factor
of 0.2. We further apply early-stopping on the validation set to avoid overfitting.
We apply the same approach to data augmentation as in the networks trained
from scratch. All fine-tuned models converge in less than 150 epochs.
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Experiments and Results

CMR image simulated cases with anatomical variability including body scaling
factor, left-ventricular heart volume, and heart orientation for male and female
anatomical models are shown in Fig.3. Note that the appearance of the simulated
images is also changing due to different combinations of acquisition parameters
and tissue properties which are unique for each image. We quantitatively evaluate the usefulness of the simulated images by utilizing them for pre-training a
segmentation model, fine-tuned on real CMR data and comparing the achieved
performance with a model trained from scratch only on real CMR data. In the
first set of experiments, we evaluate the effect of model generalization to data acquired from different sites and scanners. Then, we gradually reduce the number
of real CMR volumes used for fine-tuning, with the aim to assess if the pretrained model on simulated data can aid smaller data-sets available for training,
while retaining the same performance compared to training with the full set of
real images. We use the same subsets of ACDC and cCMR data for inference in
all experiments. We run each model for 10 times on all target tasks and report
the average Dice scores. Note that site C and site F are excluded from the train
set and used for inference only. These data-sets were of particular interest for the
problem of generalization due to quite significant variations in resolution, scan
orientation and contrast. As described in Table 1, 103 volumes are utilized for
training the baseline cCMR segmentation network from scratch, as well for finetuning. The same train set is then gradually reduced to evaluate the impact of
pre-training with simulated data on model segmentation performance. Detailed
configuration summary and results of experiments can be found in Table 2.
Table 2. Segmentation results of the models trained from scratch and fine-tuned on
cCMR dataset. All metrics are average Dice scores obtained for each model.
Pre-training
cCMR Test Set
ACDC Test Set
Train
with simulated Site A (N=5)
Site B (N=10)
Site C (N=5)
Site D (N=30)
Site E (N=6)
Site F (N=24)
N=80
N
data
LV RV LVM LV RV LVM LV RV LVM LV RV LVM LV RV LVM LV RV LVM LV RV LVM
103

NO
YES

0.956 0.928 0.890 0.954 0.930 0.899 0.948 0.918 0.846 0.934 0.902 0.897 0.962 0.947 0.906 0.881 0.794 0.769 0.858 0.841 0.801
0.954 0.941 0.896 0.954 0.947 0.901 0.945 0.928 0.852 0.934 0.901 0.889 0.958 0.952 0.907 0.892 0.821 0.774 0.885 0.862 0.834

83

NO
YES

0.950 0.916 0.869 0.937 0.913 0.881 0.921 0.894 0.821 0.933 0.897 0.843 0.941 0.941 0.869 0.864 0.782 0.731 0.852 0.823 0.796
0.953 0.933 0.894 0.949 0.928 0.899 0.941 0.905 0.838 0.933 0.901 0.881 0.944 0.950 0.881 0.889 0.815 0.769 0.881 0.844 0.819

63

NO
YES

0.944 0.905 0.856 0.921 0.897 0.864 0.920 0.884 0.815 0.928 0.888 0.841 0.933 0.929 0.854 0.853 0.768 0.721 0.848 0.817 0.785
0.952 0.918 0.884 0.929 0.901 0.882 0.934 0.893 0.825 0.929 0.892 0.854 0.933 0.943 0.862 0.871 0.802 0.758 0.876 0.840 0.811

43

NO
YES

0.927 0.887 0.833 0.920 0.885 0.861 0.912 0.877 0.801 0.919 0.876 0.832 0.929 0.911 0.846 0.822 0.721 0.716 0.841 0.792 0.751
0.952 0.915 0.878 0.921 0.897 0.880 0.931 0.889 0.820 0.924 0.893 0.851 0.928 0.932 0.857 0.869 0.791 0.747 0.871 0.832 0.803

23

NO
YES

0.893 0.869 0.822 0.887 0.861 0.849 0.895 0.860 0.778 0.905 0.843 0.812 0.909 0.886 0.818 0.809 0.691 0.672 0.833 0.788 0.746
0.942 0.913 0.869 0.910 0.886 0.876 0.921 0.885 0.817 0.921 0.884 0.847 0.921 0.915 0.848 0.858 0.784 0.731 0.867 0.829 0.795

The obtained results indicate that pre-trained models on simulated data exhibit better adaptability to variations in contrast and noise in data obtained
from different sites and scanners. This is particularly noticeable in the case of
site F and ACDC data-set, which both consist of data acquired from a different
scanner vendor compared to the data the model was trained on. In most cases,
the features learned from a larger set of variations in simulated data have an
impact on the segmentation performance of RV and LVM structures. We attribute this to large-scale variations in RV and LVM structures that are present
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Fig. 4. Real data reduction for comparing the results of networks without (wo TL)
and with transfer learning using simulated data and fine tuning with real data.

for both male and female populations in the generated images, not present in
the training set. We further explore a minimum size of real MR images required
for fine-tuning the pre-trained model to attain acceptable results, but also retain
the same results as when trained with a full set of available images. As seen in
Table 1, reducing the number of images available for training from scratch significantly impacts the performance of the segmentation models, whereby in some
cases, the Dice score is reduced by 9%. Reducing the amount of data available
for fine-tuning does impact the segmentation performance, but not as significantly as in models trained from scratch. We perform a similar experiment on
the models trained using ACDC data. The results displayed in Table 3 show
Table 3. Segmentation performance of the models trained from scratch and fine-tuned
on the ACDC dataset. All metrics are average Dice scores obtained for each model.
Pre-training
cCMR Test Set
Train
with simulated Site A (N=5)
Site B (N=10)
Site C (N=5)
Site D (N=30)
N
data
LV RV LVM LV RV LVM LV RV LVM LV RV LVM

ACDC Test Set
Site E (N=6)
Site F (N=24)
N=80
LV
RV LVM LV RV LVM LV RV LVM

120

NO
YES

0.897 0.872 0.843 0.861 0.833 0.820 0.859 0.862 0.811 0.867 0.848 0.821 0.889 0.852 0.848 0.885 0.872 0.863 0.941 0.922 0.907
0.902 0.878 0.851 0.872 0.851 0.834 0.862 0.863 0.830 0.879 0.858 0.846 00.893 0.862 0.857 0.893 0.891 0.883 0.931 0.914 0.897

100

NO
YES

0.893 0.869 0.841 0.859 0.831 0.815 0.855 0.858 0.817 0.857 0.839 0.817 0.881 0.848 0.841 0.864 0.861 0.859 0.937 0.918 0.903
0.901 0.875 0.853 0.871 0.849 0.830 0.859 0.861 0.829 0.877 0.845 0.841 0.889 0.857 0.855 0.886 0.883 0.880 0.930 0.913 0.895

80

NO
YES

0.881 0.853 0.837 0.852 0.821 0.804 0.843 0.849 0.809 0.848 0.835 0.810 0.876 0.839 0.836 0.841 0.857 0.851 0.918 0.903 0.892
0.898 0.871 0.849 0.868 0.842 0.823 0.850 0.857 0.824 0.875 0.843 0.836 0.881 0.856 0.853 0.879 0.881 0.877 0.922 0.910 0.894

60

NO
YES

0.875 0.847 0.824 0.843 0.811 0.795 0.828 0.837 0.789 0.835 0.820 0.801 0.859 0.823 0.826 0.827 0.842 0.833 0.897 0.884 0.878
0.891 0.869 0.841 0.859 0.836 0.821 0.841 0.852 0.821 0.863 0.832 0.829 0.868 0.847 0.849 0.864 0.875 0.867 0.911 0.901 0.887

40

NO
YES

0.859 0.828 0.803 0.831 0.789 0.778 0.808 0.819 0.767 0.820 0.809 0.791 0.836 0.807 0.803 0.812 0.823 0.818 0.875 0.871 0.864
0.885 0.857 0.832 0.852 0.823 0.814 0.831 0.838 0.806 0.848 0.821 0.813 0.847 0.827 0.826 0.852 0.853 0.849 0.898 0.888 0.881

similar behavior of pre-trained models when fine-tuning for cardiac cavity segmentation on the ACDC data-set. While the improvement in the performance
of pre-trained models is not immediately evident for models fine-tuned on larger
data-sets, we observe a better generalization performance when a small amount
of images is available for fine-tuning compared to models trained from scratch,
such as shown in Fig. 4. The same applies to the case of performance retention,
which is significantly improved by pre-training.
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Discussion and Conclusion

In this paper, we investigate a simulation strategy to generate a highly variable,
heterogeneous virtual population of CMR images with XCAT-derived subjects
characterized by numerous variations in anatomical representation and appearance. Evaluating the usefulness of such a simulated database in a transfer learning setting for the cardiac cavity segmentation task, initial results suggest that
simulated data aids with both the generalization capability of the segmentation
model to multi-site data, as well as with handling data scarcity. In fact, we show
that the segmentation performance on most test cases is retained even when the
network is fine-tuned on a smaller number of real data. By reducing the number of real images required for training by almost 80%, the proposed method
serves as a promising approach to handle the lack of accurately annotated data
in medical imaging, while at the same time increasing the amount of available
data for validation and testing.
While these results are promising, an in-depth statistical analysis is needed to
establish the effect of this approach in different settings. Furthermore, additional
focus should be placed on improving the realism of simulated images, such that
the need for fine-tuning is eliminated with the aim to establish a benchmark dataset. In fact, during our experiments, we have conducted a preliminary analysis of
the network performance on real MR data without fine-tuning. The results were
not satisfactory enough for the network to be used on its own, achieving the highest Dice scores on the ACDC dataset of 0.812, 0.722 and 0.635 for LV, LVM and
RV, respectively, motivating us to apply a transfer learning approach. It is also
important to note that we have only utilized standard pre-processing techniques
on simulated data for pre-training. However, through qualitative analysis of the
achieved predictions, we observe that careful design of pre-processing, as well
as post-processing approaches, has a potential of improving the segmentation
performance of the pre-trained network.
We further hypothesize that additional benefits can be achieved through
the investigation on the number of simulated images used in the pre-training
stage, as well as the effects of introducing more variation in terms of anatomy
and appearance. Not being hampered by data protection and patient privacy,
while containing accurate and anatomically meaningful ground-truth, such a
heterogeneous data-set can be used as a tool to objectively compare a widearray of segmentation methods in the literature. A similar approach can be
introduced for other anatomies and modalities, especially in settings where data
is scarce, as well as for a wider array of medical image processing tasks, besides
segmentation. Finally, besides improving the realism of simulated images, we
plan to investigate the use of adversarial and domain adaptation methods that
could boost the usability of simulated data, even if not completely realistic.
Acknowledgments. This research is a part of the openGTN project, supported
by the European Union in the Marie Curie Innovative Training Networks (ITN)
fellowship program under project No. 764465.
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